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1.  Introduction

An integrated relational strategy for micro and macrodata has been provided by the MIMAD model, previously developed at the University of Ulster (Sadreddini et al. 1990, 1992a, 1992b, 1992c) as discussed in Scotney & McClean (1997) and in Deliverable 4.1. This model is now extended to take account of the active metadata that is involved in statistical query execution. Such metadata is involved in computational procedures on the object data and will therefore be stored as relational tables alongside the corresponding micro or macro relations in what we shall describe as a “solar architecture”.

The Statistical Analysis Modules provide a specification of the extended Macro Object (MAOB) Data Model, accompanying Metadata and associated Statistical Operators, including those required for Data Fusion functionality. These specifications need to be compatible with the requirements of the Table Model and the SIM.

In this deliverable we define the model for macrodata along with the corresponding models for the accompanying metadata. A number of database operations are developed for these data in order to accomplish the tasks of data preparation, data summarisation, data selection, data harmonisation and data fusion. For such operations we must also consider correctness, since there are restrictions on the circumstances under which the operations are appropriate or valid. 

For data preparation and data summarisation we define operators to which the input is a single micro table. Such operators may result in the output of a micro table (as in the case of recoding of numerical variables), or in a Macro Object (MAOB) that contains summarised data and associated metadata. For data selection and data harmonisation we define operators to which the input is a single MAOB and the output is also a single MAOB. These are used for tasks such as the generation of marginal and conditional distributions, for conversion of units of measurement, and for reclassification of categorical data. For data fusion we provide operators that are used to combine two or more MAOBs. In Idaresa fusion is limited to the situation where we may fuse only macro-compatible MAOBs that have previously been harmonised. In Addsia, however, this functionality is extended to permit the user to extract fused summary data at the finest granularity at which exact information is provided in one of the contributing MAOBs. A further extension of the data fusion functionality is based on statistical estimation to produce fused data at the finest granularity possible i.e. that of the global ontology.

Data fusion may be performed in a superficial sense, harmonising the data sets to allow comparisons to be made, but essentially keeping the data sets separate. This shallow form of fusion we term data merging. A deep form of fusion we term data integration. In this situation the data are all regarded as samples from a global population and after harmonisation these data samples are pooled to provide global population estimates. For both data merging and data integration we require metadata on the relationship between the local and the global ontology for the variable(s) being fused. 

The classification schemes for the contributing data are described using a reference table to identify how the schemas in the participating distributed databases relate to the universal schema. Such an approach relates to work described by Malvestuto (1989, 1993) who proposed a universal scheme for statistical databases containing differently classified summary tables and a universal table model. We propose a similar approach that uses a universal scheme to derive entries in the universal table produced as the result of the integration of distributed aggregate data. A general framework for such problems is described in McClean, Scotney & Rodgers (1999), Scotney & McClean (1999), and Scotney, McClean & Rodgers (1999). In the situation where we are estimating cardinalities, the EM algorithm is used to provide an intuitive approach to the integration of aggregate cardinalities by minimising the Kullback-Leibler information divergence. Such an approach has been described in McClean, Scotney & Rodgers (1999), McClean, Scotney & Shapcott (1998a), and McClean & Scotney (1998).

2.  Macro Relations and Meta Relations

In the MIMAD model, as described by Sadreddini et al. (1990, 1992a, 1992b, 1992c) and Scotney & McClean (1997), Macro Relations are defined to form the basis of a framework for the efficient implementation of aggregate statistical operators in a distributed environment. These are discussed in their original form in Section 2.1, and their extension to a modified data model for use in Addsia, namely the "Solar Architecture", is described later in Section 4. The original MIMAD model did not include Meta Relations. These are introduced in Section 2.2, and are described fully later in the context of the modified data model in Section 4. 

2.1 Macro Relations

Definition 1: A macro relation R <C1,…Cn; N; S1,…Sm> describes a set of macro objects where C1,…, Cn are n category attributes and S1,…, Sm are m summary attributes that summarise an underlying numerical attribute.

Example 1: 

R <GENDER, EMPLOYMENT_STATUS; INCOME_SUM, INCOME_SS >

The domains of the n category attributes are the classifications X1,…,Xn where we may define a classification Xi of a category attribute Ci as a partition of the domain set (i(Ci). Then if bi (Xi((i(Ci)), we may define an orthogonal category br ( …( bs over attributes Cr ,…,Cs. Then N is the result of COUNT on this orthogonal category. For example, if C1 = GENDER and C2 = EMPLOYMENT_STATUS, with X1((1(C1)) = {MALE, FEMALE} and X2((2(C2)) = {FULL_TIME, PART_TIME, UNEMPLOYED}, then we may take bi = {MALE} and bj = {UNEMPLOYED}. Thus bi  ( bj defines the set of individuals who are male and unemployed, and N is the number of unemployed males.

We define a summary attribute S on the orthogonal category br ( …( bs by using a summary function f whose domain is a Cartesian product of attribute domains corresponding to the numerical attribute.  In the example above, we may have category attributes GENDER and EMPLOYMENT_STATUS and underlying numerical attribute INCOME with corresponding summary attributes INCOME_SUM (sum), INCOME_SS (sum of squares). Then the orthogonal category {MALE} ( {UNEMPLOYED} has corresponding summary attribute values S1 and S2 corresponding to the total income and to the sum of squares of the income of respondents in this orthogonal category. An example of a macro relation is given in Table 2.1.

Table 2.1:
A Macro Relation:


R <GENDER, EMPLOYMENT_STATUS; INCOME_SUM>
GENDER
EMPLOYMENT

STATUS
INCOME_SUM

MALE
FULL_TIME
2,341,157

FEMALE
FULL_TIME
1,438,679

MALE
PART_TIME
1,341,157

We use the notation Ri <CCi, SSi> to define a macro relation with name Ri  and macro scheme (CCi, SSi) where CCi = {C1i,…,Cni) are the category subschemes and SSi = {S1i,…Smi) are the summary subschemes.

Definition 2: Two macro relations RA<CCA; SSA> and RB<CCB; SSB> are category compatible if CCA = CCB i.e. there is a 1:1 relationship between the category attributes of RA and RB.
Definition 3: Two macro relations RA<CCA; SSA> and RB<CCB; SSB> are summary compatible if SSA = SSB i.e. there is a 1:1 relationship between the summary attributes of RA and RB.

Definition 4: Two macro relations RA<CCA; SSA> and RB<CCB; SSB> are macro compatible if they are category compatible and summary compatible.

Definition 5: A macro relation is statistically complete if there is a tuple which represents each possible orthogonal category of category attributes C1,…,Cn and there are no redundant tuples. In this case the orthogonal category may be regarded as a composite key for the relation. An example of a statistically complete macro relation is presented in Table 2.2.
Table 2.2:
A statistically complete Macro Relation:


R <GENDER, EMPLOYMENT_STATUS; INCOME_SUM>

GENDER
EMPLOYMENT

STATUS
INCOME_SUM

MALE
FULL_TIME
2,341,157

FEMALE
FULL_TIME
1,438,679

MALE
PART_TIME
1,341,157

FEMALE
PART_TIME
738,679

MALE
UNEMPLOYED
465,824

FEMALE
UNEMPLOYED
268,964

2.2 Meta Relations

Associated with every macro relation R is a set of meta relations. These include:

· Reference Tables

· Conversion Tables

· Notes Tables

· Survey Tables

These meta tables contain metadata relating respectively to the relationship between the classification scheme for the macro table R and the global ontology; a conversion rate which converts the local units of the numerical attribute underlying R to the units used in the global ontology (conversion parameters); notes and footnotes relating to R as a whole,  to a subset of tuples in R,  or to a subset of attribute values in R; and the size of the sample. Some of these metadata tables may be null.

We introduce the general form of the meta relations by considering a macro relation R = <C1,..,Cn; N, V_S, V_SS> in the original MIMAD model in which: 

C1,..,Cn are a subset of the category attributes CC     
[of type string];

N is the count over the tuples represented in a grouping
[of type integer];

V_S is the sum of the numerical attribute V in a grouping     
[of type floating point];

V_SS is the sum of squares of the attribute V in a grouping
[of type floating point].

In Section 4 the meta relations are developed more formally in the context of the extended Solar Architecture data model used in Addsia.

(i)
A Reference Table is defined by the relation:


R_Reference <C;C* >
Where:
C is the categorical attribute using the local classification scheme
[of type string];

C* is the corresponding categorical attribute using the global ontology
[of type string].

Example:

Table 2.3:
R_Reference


< EMPLOYMENT_STATUS; GLOBAL_ONTOLOGY >

EMPLOYMENT_STATUS
GLOBAL_ONTOLOGY

EMPLOYED
FULL_TIME

EMPLOYED
PART_TIME

UNEMPLOYED
UNEMPLOYED

(ii)
A Conversion Table is defined by the relation:

R_Conversion< AttributeName, MeasureUnit, Measurement, Condition, Parameter >

Where: 

AttributeName is the name of the numerical attribute to be converted 
[of type string]

MeasureUnit is the local unit of measurement 
     [of type floating point]

Measurement is the local measurement name 
[of type string]

Condition is the condition under which the Conversion must be applied 
[of type string]

Parameter is the conversion parameter from local to global Measurement



[of type floating point]

The R_Conversion relation contains metadata relating to a conversion rate that converts the local units of the numerical attribute to the units used in the global ontology (conversion parameters). 


Example:

Table 2.4:
R_Conversion


< AttributeName, MeasureUnit, Measurement, Condition,  Parameter>

AttributeName
MeasureUnit
Measurement
Condition
Parameter

Income
1000
UK Pound
Year = 1998
1.412

(iii)
A Notes Table may be at one of four levels, reflecting the four levels of notes available in a statistical table:

Table level;

Attribute Level;

Attribute Value Label Level;

Cell Level.

Each type is displayed in the statistical table, Table 2.5, below:

Table 2.5: A statistical table showing four levels of notes
Personal Income Levels1 in Ireland, 1996

GENDER
EMPLOYMENT_STATUS2


FULL_TIME
PART_TIME
UNEMPLOYED3

MALE
20
60
20

FEMALE
40
404
60

1. Personal Income as defined in …..

2. Employment_Status self-declared ….

3. In receipt of Social Welfare payments as set out in ….

4. Figure includes "Carers" as defined in ….

The corresponding macro table DataObject_Ireland is shown in Table 2.6. This table has been annotated to show the cells with which the note references are associated. 

Table 2.6: Macro table showing notes corresponding to Table 2.5
GENDER
EMPLOYMENT_

STATUS

(2) (attribute)
N
Income_S
Income_SS
(1)

(whole table)

MALE
FULL_TIME
20
800
32000


FEMALE
FULL_TIME
40
1200
36000


MALE
PART_TIME
60
1000
24000


FEMALE
PART_TIME
40(4)
600
9000


MALE
UNEMPLOYED
20
400
8000
(3) (tuple)

FEMALE
UNEMPLOYED
60
1000
24000
(3) (tuple)

The four levels of note table required thus have the general definitions given below. These are developed in the context of the Solar Architecture data model in Section 4, along with some additional refinements relating to "note type" and "level of importance". These are essential for correct presentation of notes in statistical tables after information has been passed from the Data Model to the Table Model.

Table Level:

R_Table_Note < Note_Reference_Number, Note_Text >

Example:

Table 2.7: R_Table_Note < Note_no., Note_text >
Note_no.
Note_text

1
Personal Income as defined in …..

Attribute Level:

R_Attribute_Note <AttributeName, Note_Reference_Number, Note_Text >

Example:

Table 2.8: R_Attribute_Note <AttributeName, Note_no., Note_text >
AttributeName
Note_no.
Note_text

EMPLOYMENT_STATUS
2
Employment_Status self-declared ….

Attribute Value Label Level:

R_Attribute_Value_Note <AttributeName, AttributeName.Value, Note_Reference_Number, Note_Text >

Example:

Table 2.9: R_Attribute_Value_Note <AttributeName, AttributeName.Value, Note_no., Note_text >
AttributeName
AttributeNameValue
Note_no.
Note_text

EMPLOYMENT_STATUS
UNEMPLOYED
3
In receipt of Social Welfare payments as set out in ….

Cell Level:

R_Cell <C1.ValueLabel, … Cs.ValueLabel; SummaryFunctionName; Note_Reference_Number, Note_Text >

Example:

Table 2.10: R_Cell <C1.ValueLabel, C2.ValueLabel; SummaryFunctionName; Note_no., Note_text >
C1.ValueLabel
C2.ValueLabel
SummaryFunction

Name
Note_no
Note_text

FEMALE
PART_TIME
COUNT (N)
4
Figure includes "Carers" as defined in ….

(iv)  A Survey Table is defined by the relation:


R_Survey < StatPop, SampPopSize, SampSize >
Where:

StatPop is the overall population size

[of type integer]

SampPopSize is the required sample size

[of type integer]

SampSize is the actual number sampled

[of type integer]

We thus restrict consideration to simple unstratified random sampling. 

Example:

Table 2.11: R_Survey < StatPopSize, SampPopSize, SampSize >
StatPopSize
SampPopSize
SampSize

2190
1095
1075

The survey table may be used to derive the sampling and responding fractions given respectively by :

Sampling_Fraction = SampPopSize / StatPopSize;

Responding_Fraction = SampSize / StatPopSize.

The responding fraction may be used to adjust the sample summaries to estimated population summaries.
3.  Query Processing Tasks and Identification of Functionality

Statistical processes contain a number of steps:

· Data Preparation;

· Data Summarisation;

· Data Selection;

· Data Harmonisation;

· Data Fusion;

· Data Presentation.

The Statistical Analysis Modules will provide operators to perform tasks within a number of the process steps above:

Data Preparation

· an operator to recode numerical data

Data Summarisation

· an operator to convert from a micro table to a Macro Object (MAOB)

Data Selection

· an operator on a MAOB to produce a marginal distribution

· an operator on a MAOB to produce a conditional distribution

Data Harmonisation

· an operator to convert units for a numerical attribute

· an operator to reclassify categorical data

Data Fusion

Malvestuto (1988) has discussed classification schemes that partition the values of an attribute into a finite number of categories. A classification P is defined to be finer than a classification Q if each category of P is a subset of a category of Q. Q is then said to be coarser than P. Such classification schemes may be specified by the database schema or may be identified by appropriate algorithms.

The product (or join) of two classification schemes P and Q is the coarsest partition which is finer than both P and Q. The sum (or meet) of two classification schemes P and Q is the finest partition which is coarser than both P and Q. The relationship between two classification schemes may be described by an intersection hypergraph (Malvestuto, 1988, 1993; Malvestuto and Moscarini, 1991), in which nodes represent categories and arcs connecting nodes indicate that the associated categories overlap.

A classification scheme is derivable from a combination of P and Q if the elements of the resulting partition can be uniquely determined. It is always possible to derive the sum of two classification schemes. However, Malvestuto (1988) has shown that the product is derivable only if the original classification schemes are tree- dependent. Our intention in Addsia is to provide functionality for deriving cardinalities at the level of the product partition when one of the participating datasets is already held at this granularity - generally this will be the global ontology. If this is not the case then the user will only be able to combine datasets at the granularity of the sum of the partitions.

Data fusion is therefore used to combine two or more MAOBs, and four fusion strategies are proposed:  

1. Macrodata Merging (shallow fusion) of the sum classification schemes;

2. Macrodata Integration (deep fusion) of the sum classification schemes; 

3. Macrodata Merging (shallow fusion) of the product classification schemes;

4. Macrodata Integration (deep fusion) of the product classification schemes. 

Fused data may therefore be provided at the finest granularity at which exact information is possible (sum of classification schemes), or estimation may be used to produce fused data at the finest granularity possible i.e. that of the global ontology (this may also be the product of classification schemes). Support for Data Fusion is provided in the data model through the provision of Reference Tables, which relate a classification scheme to a global ontology. In the cases where we merge at the product classification level we must carry out fusion between macrodata that are not macro-compatible but for which we have metadata on the relationship between the local and the global ontology for the variable(s) being fused; this allows estimation of cardinalities and probabilities for the fused table. 

Example:

Table 3.1: Two macro tables with categorical attribute 'Job'
French Dataset

Irish Dataset

Job
n

Job
n

Full_time
100

Employed
200

Part_time
50

Unemployed
40

Unemployed
30




Table 3.2: Reference tables for attribute 'Job' corresponding to Table 3.1
Full-time
Part-time
Unemployed
Global

Ontology
Employed
Unemployed

1
0
0
FT
1
0

0
1
0
PT
1
0

0
0
1
U
0
0

French Reference Table

Irish Reference Table

When we fuse these datasets, there are two choices of classification scheme for the fused table:

1. we can fuse the tables using a classification scheme which is the sum (join) of the two contributing ontologies - this results in an exact answer;

2. we can fuse the tables using a classification scheme which is the product (meet) of the two contributing ontologies - this results in an estimated answer.

Table 3.3: Sum and product of the two classification schemes for attribute 'Job' in Table 3.1 

sum (join) of the two classification schemes

product (meet) of the two classification schemes

employed

FT

unemployed

PT



U

Table 3.4: Merged sum of the two tables in Table 3.1 (exact)
Job
Dataset
n

Employed
French
150

Unemployed
French
30

Employed
Irish
200

Unemployed
Irish
40

Table 3.5: Merged product of the two tables in Table 3.1 (estimated)
Job
Dataset
n

Full-time
French
100

Part-time
French
50

Unemployed
French
30

Full-time
Irish
133

Part-time
Irish
67

Unemployed
Irish
40

Table 3.6: Integrated sum of the two macro tables in Table 3.1 (exact)
Job
n

Employed
350

Unemployed
70

Table 3.7: Integrated product of the two macro tables in Table 3.1 (estimated)
Job
n

Full-time
233

Part-time
117

Unemployed
70

Algorithms and operators to generate fused macro tables and corresponding meta tables are described in Section 7.

4.  The “Solar” Architecture

In the original MIMAD model, a macro table was a relation of the form

<C1,..Cn; {Ni, V_Si, V_SSi}> 

in which: 

C1,..Cn are a subset of the category attributes CC

[of type string];

Ni is the count over the tuples represented in a grouping

[of type integer];

V_Si is the sum of the numerical attribute Vi in a grouping

[of type floating point];

V_SSi is the sum of squares of the attribute Vi in a grouping

[of type floating point].

Hence in this model a single macro table could contain a number of numerical attributes and their associated COUNTS, SUMS, and SUMS-OF-SQUARES. 

In the revised Addsia data model the MAOB is partitioned into a number of summary tables, each containing only one numerical attribute. These are satellite tables of a central sunkey table that contains a key for the categorical attribute value label combinations. A key advantage of this model is that all MAOBs can be guaranteed to have the same structure. Additionally, to avoid duplication, each summary table contains only the key attribute from the sunkey table, rather than the categorical attributes.

In each MAOB, therefore, the centre is a sunkey table. It contains an index for category attributes. Around it, there may be any number of summary tables, each of which contains summary data for a single numerical attribute. A dictionary table is also associated with the sunkey table. This dictionary contains information on the structure of the entire MAOB; this structure is shown in Figure 4.1.

The Addsia data model now extends the original MIMAD model through the inclusion of meta data tables associated with the main tables (i.e. the sunkey table and the summary tables). These meta tables are of a number of different forms as outlined in Section 2. Attached to the sunkey table are reference tables, table level notes tables, attribute level notes tables and attribute label level notes tables. Attached to each of the summary tables are conversion tables, cell level notes tables, and numerical attribute level notes tables.
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Figure 4.1: “Solar” Architecture
Each element of the MAOB is formally defined below, and illustrated using an example with categorical attributes "employ" and "gender", and numerical attributes "income" and "tax". 

(i)  Sunkey Table

Definition: A sunkey table R_keyTable<sunkey, C1,…Cn> defines keys for a set of macro objects where C1,…, Cn are n category attributes.

For an Addsia MAOB R the sunkey table is named as R_keyTable.

Example:

For an Addsia MAOB "Employment", the sunkey table is called Employment_keyTable:

Table 4.1: Employment_keyTable
Sunkey
Gender
Employ

1
M
FT

2
F
FT

3
M
PT

4
F
PT

5
M
U

6
F
U

(ii) Summary Table

Definition: A summary table R_V <sunkey, S1,…,Sm> describes a set of macro objects whose key is sunkey, and S1,…, Sm are m summary attributes that summarise an underlying numerical attribute V.

For each numerical attribute V, there is a summary table R_V. Three summaries are used as default, namely V_N,V_S,V_SS, where:

V_N is the count over the tuples represented in a grouping

[of type integer];

V_S is the sum of the numerical attribute V in a grouping     
[of type floating point];

V_SS is the sum of squares of the attribute V in a grouping  

[of type floating point].

Example: 

Two summary tables give summaries on numerical attributes “income” and  “tax” respectively:

Table 4.2: Employment_income
Sunkey
Income_N
Income_S
Income_SS

1
20
800
32000

2
40
600
26000

3
60
500
20000

4
40
450
17000

5
20
300
11000

6
60
250
10000

Table 4.3: Employment_tax
Sunkey
Tax_N
Tax_S
Tax_SS

1
19
200
2000

2
40
350
3500

3
58
300
3200

4
40
220
1800

5
18
50
400

6
60
110
550

(iii) Meta Tables

Associated with every sunkey table R_keyTable and summary table R_V are a set of meta relation tables. These include:

· Reference Tables 
· Conversion Tables

· Notes Tables

These meta tables contain metadata relating respectively to the relationship between the classification scheme for the data object and the global ontology; a conversion rate which converts the local units of the numerical attribute to the units used in the global ontology (conversion parameters); notes relating to R as a whole, to a subset of tuples in R, or to a subset of attribute values in R. Some of these metadata tables may be null.

(a) Reference Tables

For each categorical attribute C, a reference table is defined by the relation:

R_C_ref <local, global>
Where: 


local is the categorical attribute using the local classification scheme
[of type string]

global is the corresponding categorical attribute using the global ontology
[of type string]

Example:

Table 4.4: Employment_Employ_Ref < local_employ; global_employ >

LOCAL_EMPLOY
GLOBAL_EMPLOY

FT
TEMPORARY_FT

FT
PERMANENT_FT

PT
TEMPORARY_PT

PT
PERMANENT_PT

U
UNEMPLOYED

(b) Conversion Tables 

For each numerical attribute V, a conversion table is defined by the relation:

R_V_Conv<MeasureUnit, Measurement, Condition, Parameter >

Where: 

MeasureUnit is the local unit of measurement

[of type floating point]

Measurement is the local measurement name

[of type string]

Condition is the condition under which the Conversion must be applied
[of type string]

Parameter is the conversion parameter from local to global Measurement





[of type floating point]

The R_V_Conv relation contains metadata relating to a conversion rate that converts the local units of the numerical attribute to the units used in the global ontology (conversion parameters). 

Example:
Table 4.5: Conversion Table: Employment_income_conv
MeasureUnit
Measurement
Condition
Parameter

1000
UK pound
Year = 1988
1.412

(c) Notes Tables

We consider four levels of notes in an Addsia dataset:

Table level;

Attribute Level;

Attribute Value Label Level;

Cell Level

Each type of note is shown in the statistical table below:

Table 4.6: Statistical Table showing Four Levels of Notes
Personal Income Levels1 in Ireland, 1996

GENDER2
EMPLOY3


FT4
PT5
U

MALE
20
60
20

FEMALE
40
406
60

The corresponding sunkey table and summary table are Table 4.7 and Table 4.8. These tables have been annotated to show the cells with which the note references are associated. (Notes 7 and 8 do not appear in the statistical table above since this table does not contain information on sum of income.)

Table 4.7: Employment_keyTable with notes

TableName1
Sunkey
Gender2
Employ3

1
M
FT4

2
F
FT

3
M
PT5

4
F
PT

5
M
U

6
F
U

Table 4.8: Employment_income with notes
Sunkey
Income_N8
Income_S
Income_SS

1
20
800
32000

2
40
600
26000

3
60
500
20000

4
406
450
17000

5
20
3007
11000

6
60
250
10000

Each type of note requires a note meta table. The definitions of the four types of note tables are given below:

Definition: A table level note table for R is defined by:

R_TN <Text, Importance, Type >

in which

Text is the text of the note
[of type string]

Importance is level of importance of the note
[of type integer]

Type can be “note” or “footnote”
[of type string]

Example:

Table 4.9: Employment_TN
Text
Importance
Type

Personal….
1
Note

Definition: An attribute level note table for a categorical attribute C is defined by

R_C_AN<Text, Importance, Type >

Example: 

A note for the attribute “employ”

Table 4.10: Employment_employ_AN
Text
Importance
Type

Job….
3
Note

Definition: An attribute level note table for a numerical attribute V is defined by

R_V_AN<Text, Importance, Type >

Example:

Table 4.11: Employment_income_AN
Text
Importance
Type

Income is….
3
Note

Definition: An attribute value label level note for a categorical attribute C is:

R_C_ALN < Label, Text , Importance, Type >

Label is an attribute value label

[of type string]

Example:

Table 4.12: Employment_ employ_ALN
Label
Text
Importance
type

FT
Full…
3
Note

PT
Part…
3
Note

Definition: A cell level note table for the sunkey table and a numerical attribute V is defined by:

R_V_Cell <Sunkey; Name; Text, Importance, Type >

Name is a summary function name

[of type string]

Example:
Table 4.13: Employment_income_Cell
Sunkey
Name
Text
Importance
Type

4
Income_n
I …
2
Note

5
Income_s
Gdgh…
3
Note

(d) Survey Table

With an Addsia MAOB R is associated one Survey Table, defined by the relation

R_Survey < StatPop, SampPopSize, SampSize >
where:

StatPop is the overall population size

[of type integer]

SampPopSize is the required sample size

[of type integer]

SampSize is the actual number sampled

[of type integer]

Consideration is restricted to simple unstratified random sampling. 

Example:

Table 4.14: R_Survey < StatPopSize, SampPopSize, SampSize >
StatPopSize
SampPopSize
SampSize

2190
1095
1075

The survey table may be used to derive the sampling and responding fractions given respectively by

Sampling_Fraction = SampPopSize / StatPopSize;

Responding_Fraction = SampSize / StatPopSize.

The responding fraction may be used to adjust the sample summaries to estimated population summaries.
(e) Dictionary Table

With an Addsia MAOB R is associated a dictionary table R_dict that contains all of the information needed to operate on R. Before creating an SQL statement for an operator, any Java program will query the R_dict table for the information required. The structure of R_dict is shown in Table 4.15:

Table 4.15: R_dict table
Main
Ext
Info

Category
Level (order in all variables)
<categorical attribute name>

Category
Level (order in all variables)
<categorical attribute name>

…
…
…

Numerical

<numerical attribute name>

Numerical

<numerical attribute name>

…
…
…

In the dictionary table,

Category is the type of a category attribute. 

Level is the order of the categories. It may be used in creating a statistical table. 

Numerical is the type of a numerical attribute.

Other information can also be added to the dictionary table, such as the summary table names and the meta table names. This information will be used to implement Macro Table Operators (see Section 6).

Example:
Table 4.16: Employment_dict (dictionary table associated with MAOB "Employment")
Main
Ext
Info

Category
1
Gender

Category
2
Employ

Numerical

Tax

Numerical

Income

5.  Micro Operators

An operator defines an action taken on an element of an Addsia dataset and has the general form:

Operator (dataset name, AttributeName , …)

Inputs are parameters that can be an Addsia dataset, a string, an address or an operator. The return value is a new element of an Addsia dataset; this may be in the form of a view (or views) or a permanent table (or tables).

For data preparation and data summarisation we define operators to which the input is a single micro table. Such operators may result in the output of a micro table (as in the case of recoding of numerical variables), or in a Macro Object (MAOB) that contains summarised data and associated metadata. These Micro Operators are defined below.
Recoding Numerical Data in a Micro Table

A Variable_Recode table is required, of the form:

Variable_Recode <Lower, Upper, New>

Where:

Lower is the lower bound of a new grouping

[of type floating point]

Upper is the Upper bound of a new grouping

[of type floating point]

New is the newly created categorical attribute

[of type string]

and Upper[tuple N] = Lower[tuple N+1], as the groupings must be contiguous.

The Variable_Recode relation operates on a micro relation (MIOB) to convert a specified numerical attribute (Variable) into a categorical attribute. 

Example:

Table 5.1: Age_Recode < LOWER, UPPER, AGE_GROUP>
LOWER
UPPER
AGE_GROUP

0
20
1

20
40
2

40
60
3

60
999
4

The operator accepts as input the name of the DataObject involved (R), the name of the variable being altered (R_Micro.Variable), and the Recode table name Variable_Recode:

RECODE(DataObject_R, R_Micro.Variable, Variable_Recode)

1. select ID, CC, Variable_Recode.New, VV, W 

from R_Micro, Variable_Recode
where R_Micro.Variable > =Variable_Recode.Lower 

and R_Micro.Variable < Variable_Recode.Upper
Here, CC is the list of categorical attributes, and VV is the list of numerical attributes in the MIOB R_Micro.

None of the metadata tables is affected by this operator.

(b)  Converting from a Micro Table to a MAOB

The operator is carried out on a micro relation for a selection of category attributes, with numerical attributes (VV=(V1,…,Vn) ), corresponding to the statistical table operation of forming a cross-tabulation. From each of the selected numerical attributes (V), three summary attributes are produced in an associated summary table, the count (V_N), the sum (V_S) and the sum of squares (V_SS). Each summary table produced by this operator should be statistically complete, though it may contain some null values.

The operator requires as input, the MicroDataName (R_Micro), the specified list of categorical attributes (CC (C1,C2,…,Cn)) and the numerical attributes (VV (V1,…,Vn)).

The operator creates a sunkey table and a summary table for each numerical attribute V1,…, Vn.

MIMAC(R_Micro, CC,VV)

1. Create sunkey table. 

Column sunkey is defined as the identifier; this column is created automatically.

create table R_keyTable

( sunkey integer identity,  definition of CC …)

insert into R_keyTable

select CC

from R_Micro

group by CC
2. Create summary tables for VV. 

Each numerical attribute has one summary table. For each V we have the following:

select R_keyTable.sunkey ,'V_N'=count(*), V_S'=sum(V), 'V_SS'=sum(V*V)

from R_micro,R_keyTable 

where R_keyTable.C1 =R_micro.C1 and

            ………                                    and

            R_keyTable.Cn =R_micro.Cn

group by R_keyTable.sunkey 

Example:

Starting with micro table Employment_micro:

Table 5.2: Employment_Micro <ID; Gender, Employ, Age, Tax, Income>

Id
Gender
Employ
Age
Tax
Income

13562
M
FT
23
15
50

2455
M
PT
45
10
30

46345
F
U
34
12
40

46246
F
FT
19
11
35

…
…
…


…

the operator MIMAC(Employment, Employ, Gender, Tax, Income) creates a sunkey table, Employment_keytable (Table 4.1), a summary table for income, Employment_income (Table 4.2), and a summary table for tax, Employment_tax (Table 4.3).

6.  Macro Operators

For data selection and data harmonisation we define operators to which the input is a single MAOB and the output is also a single MAOB. These are used for tasks such as the generation of marginal and conditional distributions, for conversion of units of measurement, and for reclassification of categorical data.

(a)  Forming a Conditional Distribution

The select operator is carried out over categorical attributes in a macro relation. The effect of the operator is to retain a particular cell or group of cells of the statistical table described by the macro relation. The operator requires as input the Addsia dataset R, and the list of conditions ConditionString.

SELECT(R , ConditionString)

1. Create a new sunkey table called newR_keyTable.

select *

from R_keyTable

where ConditionString

2. Create a new summary table for each numerical attribute V in VV. 

select *

from R_V

where R_V.sunkey in (select sunkey from newR_keyTable)

Example:

Starting from the dataset Employment (Employment_sunkey, Employment_income, Employment_tax), the operator SELECT(Employment,  employ<>’PT’) creates a new dataset Employment1:

Table 6.1: Employment1_keytable
Sunkey
Gender
Employ

1
M
FT

2
F
FT

5
M
U

6
F
U

Table 6.2: Employment1_income
Sunkey
Income_N
Income_S
Income_SS

1
20
800
32000

2
40
600
26000

5
20
300
11000

6
60
250
10000

Table 6.3: Employment1_tax

Sunkey
Tax_N
Tax_S
Tax_SS

1
19
200
2000

2
40
350
3500

5
18
50
400

6
60
110
550

3. Create new reference table.
select * 

from R_C_ref

where R_C_ref.old in (select C from newR_keyTable)
4. Conversion Tables are not changed.

5.The effects on Note Tables depend on the level of the note table:

Table level note R_TN, and attribute level R_C_AN, R_V_AN are not changed.

For attribute label note R_C_ALN associated with C:

select *

from R_C_ALN

where R_C_ALN.value in (select c from newR_keyTable)

For the Cell Notes table R_V_CN associated with numerical attribute V: 

select * 

from R_V_CN

where R_V_CN.sunkey in (select sunkey from newR_keyTable)
(d) Forming a Marginal Distribution

This operator works on a statistically complete macro relation to produce a marginal table, which is also statistically complete. This operator is carried out either on a category attribute or on a numerical attribute. 

(i) Project Operator on a Category Attribute:

The operator requires as input the list of categorical attributes specified in the user query and the relevant DataObject name. That is, if R is the name of the DataObject involved, and AttributeNameString is a subset of the list of Categorical attributes Cr,..,Cs in R_keyTable:

PROJECT (R, AttributeNameString)

1. Create the new sunkey table, called newR_keyTable.

select ‘sunkey’=min(sunkey),attributeNameString

from R_keytable

group by attributeNameString
2. An index table newR_changekey containing the relation between the new key and the old key is created. This table is defined by

newR_changekey<oldkey,newkey>:
select R_keyTable.sunkey , newR_keyTable.sunkey

from R_keyTable, newR_keyTable

where R_keyTable.AttributeName=newR_keyTable.AttributeName

3. Create a summary table for each V.

select newR_changekey.newkey, ‘V_N’=sum(V_N), ‘V_S’=sum(V_S), 

‘V_SS’=SUM(V_SS)

from R_V, newR_changekey 

where R_V.sunkey= newR_changekey.oldkey 

group by  newR_changekey.newkey

Example:

Starting from an Addsia dataset Employment, the operator PROJECT (Employment, employ) creates a dataset Employment1:

Table 6.4: Employment1_keytable
Sunkey
Employ

1
FT

3
PT

5
U

Table 6.5: Employment1_income
Sunkey
Income_N
Income_S
Income_SS

1
60
1400
58000

3
100
950
37000

5
80
550
21000

Table 6.6: Employment1_tax

Sunkey
Tax_N
Tax_S
Tax_SS

1
59
550
5500

3
98
520
5000

5
78
160
950

4. Reference table: if a categorical attribute C is dropped, then R_C_ref is dropped automatically.
5. Conversion table does not change.

6. Notes Tables:
Table level note R_TN remains the same. 
Attribute level and Attribute label level note tables: if a categorical attribute C is dropped, then R_C_AN, R_C_ALN are dropped automatically.

Attribute level note table for numerical attribute R_V_AN does not change.

Cell Level R_V_CN is changed:
select  newR_changekey.newkey,  name, text, importance, type

from R_V_CN, newR_changekey 

where R_V_CN.sunkey= newR_changekey.oldkey 

(ii)  Project Operator on a Numerical Attribute:

NUMPROJECT (R, AttributeNameString)

This operator does not change any of the tables. Only if a numerical attribute V is not chosen, then R_V, R_V_AN, R_V_conv, and R_V_CN are dropped.

Example:

Starting from dataset Employment, the operator NUMPROJECT(Employment, income) creates a new dataset Employment1, which contains Employment1_keyTable, and Employment1_income.

(e)  Converting Units for a Numerical Attribute

It is frequently the case that, prior to integration, the data must be converted to units that are common to all of the data being integrated (i.e. to a global ontology).  The conversion parameter is held in the conversion table R_V_Conv.  All summary values are scaled by the conversion parameter (i.e. SUM is multiplied by the conversion parameter; SUM_OF_SQUARES is multiplied by the square of the conversion parameter).

The operator requires as input the relevant dataset name R, the numerical attribute V, and the conversion table R_V_conv.

CONVERT(R, V, R_V_Conv)

1. Summary R_V is changed:

select sunkey, V_N, ‘V_s’=(V_s*parameter), ‘V_ss’=(V_ss*parameter*parameter)

from R_V, R_V_conv

2. Conversion Table R_V_Conv which has been used, should be dropped.
3. It may be appropriate to add a new note about this conversion. This is essentially an issue for the Table Model rather than the Statistical Analysis Modules. A possible approach would be that one level of note table, namely the attribute level note table R_V_AN is affected by the insertion of a new note:

Insert into R_V_AN values (“this variable has been converted”, 3 , “note”).

4. Other tables are not changed

Example:

Convert(Employment,income,R_income_conv) changes only the summary table for income:

Table 6.7: Employment1_income
Sunkey
Income_N
Income_S
Income_SS

1
20
1130
63800

2
40
847
51837

3
60
706
39875

4
40
635
33894

5
20
424
21931

6
60
353
19937

(f)  Reclassification of a Categorical Attribute

The operator works on a statistically complete macro relation R_Macro, to produce another statistically complete macro relation R_Macro1, where one of the category attributes C(CC of the operand macro relation R_Macro has been reclassified according to a reclassification table Attribute_Reclass (where Attribute is the name of the Attribute being reclassified). When the reclassification is carried out, appropriate adjustments must also be made to the summary attributes in the new macro relation R_Macro1.
RECLASS(DataObject_R, C, reclass)

1. Create the new sunkey table newR_keyTable
select ‘sunkey’=min(sunkey), CC/C, reclass.new

from R_keytable,reclass

where R_keytable.C= Reclass.old
group by CC/C, reclass.new
2. Create an index table newR_changekey.

newR_changekey<oldkey,newkey>
select R_keyTable.sunkey , newR_keyTable.sunkey

from R_keyTable, newR_keyTable, reclass

where R_keyTable.cc/C=newR_keyTable.cc/C
and


R_keyTable.C=reclass.old
and


newR_keyTable.C=reclass.new

3. summary table R_V: 

select newR_changekey.newkey, ‘V_N’=sum(V_N), ‘V_S’=sum(V_S),

‘V_SS’=SUM(V_SS)

from R_V, newR_changekey 

where R_V.sunkey= newR_changekey.oldkey 

group by newR_changekey.newkey

Example:

Starting with the dataset Employment, the operator RECLASS(Employment, employ) creates a new dataset Employment1:
Table 6.8. Employment1_keyTable
Sunkey
Gender
Employ

1
M
E

2
F
E

5
M
U

6
F
U

Table 6.9: Employment1_income

Sunkey
Income_N
Income_S
Income_SS

1
80
1300
52000

2
80
1050
43000

5
20
300
11000

6
60
250
10000

Table 6.10: Employment1_tax

Sunkey
Tax_N
Tax_S
Tax_SS

1
77
500
5200

2
80
570
5300

5
18
50
400

6
60
110
550

4. Reference Table: if it has been used, should be dropped.

5.Conversion Table: does not change.

6. Notes Tables:
Table level R_TN remains unchanged. 

A note about the reclassification may be added to the attribute level note table R_C_AN for the particular attribute C. Again this is an issue for the Table Model rather than the Statistical Analysis Modules. A possible approach would therefore be:

Insert into R_C_AN values (“this variable has been reclassified”, 3 ,“note”).

Attribute Value Label Level R_C_ALN for the particular attribute C: 

select reclass.new, R_C_ALN.text,R_C_ALN.importance,R_C_ALN.type

from R_C_ALN, reclass

where reclass.old = R_C_ALN.label
Cell Level R_V_CN: 

select  newR_changekey.newkey, name,text,importance,type

from R_V_CN, newR_changekey 

where R_V_CN.sunkey= newR_changekey.oldkey 

7.  Fusion Operators

7.1 Requirements for Addsia Fusion Implementation

In Section 3 we proposed four fusion strategies: (1) Macrodata Merging (shallow fusion) of the sum classification schemes, (2) Macrodata Integration (deep fusion) of the sum classification schemes, (3) Macrodata Merging (shallow fusion) of the product classification schemes, and (4) Macrodata Integration (deep fusion) of the product classification schemes. In the cases where we merge at the product classification level, we must carry out fusion between macrodata that are not macro-compatible but for which we have metadata on the relationship between the local and the global ontology for the variable(s) being fused; this information thus allows estimation of cardinalities and probabilities for the fused table. 

In order to implement the fusion operators in Addsia we need to provide associated functionality, as follows:

F1.
Metadata for the reference tables - one table for each (relevant) attribute of each dataset;

F2.
An algorithm to determine the sum classification scheme;

F3.
A reclassification operator to convert all data sets to the sum classification; 

F4.
A merge algorithm to merge datasets that are macro compatible;

F5.
An integrate algorithm to integrate datasets that are macro compatible;

F6.
An algorithm to estimate probabilities and cardinalities for the product classification scheme.

These functions are required to provide the appropriate functionality as detailed in Table 7.1.

Table 7.1: Functions required to perform merging and integrating tasks
Merging for the sum classification
F2, F3, F4

Integrating for the sum classification
F2, F3, F5

Merging for the product classification
F1, F6

Integrating for the product classification
F1, F5, F6

Here function F1 (metadata for the reference tables - one table for each (relevant) attribute of each dataset) has been defined in Section 4 as part of the Addsia Solar Architecture. Function F3, a reclassification operator to convert all datasets to the sum classification, has been defined in Section 5. It remains to specify:

· function F2, an algorithm to determine the sum classification scheme; 

· function F4, a merge operator to merge datasets that are macro compatible; 

· function F5, an integrate algorithm to integrate datasets that are macro compatible;

· function F6, an algorithm to estimate probabilities and cardinalities for the product classification scheme. 

7.2 An algorithm to determine the sum classification scheme

The construct_sum algorithm describes how the sum classification scheme is generated as follows (Scotney, McClean and Rodgers, 1999):

The Construct_sum Algorithm

procedure row_collect (A, k, i);

  begin
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procedure column_collect (A, k, j);

  begin
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  end;
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This is followed by iterative application of the following instructions:
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7.3  The Merge Operator

The operator combines a number of Addsia datasets that are compatible, i.e. they have the same category and numerical attributes. If this is not the case then they first need to be harmonised by using a combination of project, select, reclassification and conversion operators.

MERGE(datasetNames,newHeading,TableHeading)

datasetNames is the list of strings of the dataset names (R1, R2, … ,Rn,…, Rm).

newHeading is the list of headings that are involved in the merge.

TableHeading is list of the appropriate TableHeadings in DataObject_n corresponding to newHeading.

1. Create sunkey table newR_keyTable.

Column sunkey is defined as identity, it will be created automatically.

For each of the m datasets:

select ‘newHeading’=TableHeading_n, CC

from Rn_keytable

union
(delete last union)

2. Create changekey table newR_Rn_changekey for a dataset Rn.

select Rn_keytable.sunkey, newR_keytable.sunkey

from Rn_keytable ,newR_keytable

where Rn_keytable.CC=newR_keytable.CC and


newR_keytable.newheading=TableHeading_n

3. Create summary table newR_V.

select newR_Rn_changekey.new, V_N,V_S,V_SS

from newR_Rn_changekey, Rn_V

where newR_Rn_changekey.oldkey=Rn_V.sunkey

Example:
Two datasets, UK and France, are merged (there is only one numerical attribute “income” in this example).

Table 7.2: newR_sunkey
Sunkey
Country
Gender2
Employ3

1
UK
M
FT4

2
UK
F
FT

3
UK
M
PT5

4
UK
F
PT

5
UK
M
U

6
UK
F
U

7
France
M
FT4

8
France
F
FT

9
France
M
PT5

10
France
F
PT

11
France
M
U

12
France
F
U

Table 7.3: newR_income
Sunkey
Income_N
Income_S
Income_SS

1
20
800
32000

2
40
600
26000

3
60
500
20000

4
40
450
17000

5
20
300
11000

6
60
250
10000

7
15
700
28000

8
35
500
19000

9
50
400
16000

10
40
400
15000

11
30
500
22000

12
90
600
24000

4. Reference table is no longer relevant.

5. Conversion table is no longer relevant. 

6. Notes tables are changed in different ways, depending on the level of the note.
Table level note: a new table note may be created by the user. This is an issue for the Table Model rather than the Statistical Analysis Modules.

Notes about the new attribute newHeading may also be generated. Again this is an issue for the Table Model rather than the Statistical Analysis Modules.

Attribute label level newR_newheading_ALN may also be generated from the table level notes of contributing datasets.

select ‘label’=TableHeading_n, text, importance, type

from Rn_TN

union

(delete last union)

Attribute level note table for other category attribute C , newR_C_AN:

For each dataset:

select text, importance, type

from Rn_C_AN

union

(delete last union)

Attribute label level note table for category attribute C , newR_C_ALN:

For each dataset:

select label, text, importance, type

from Rn_C_ALN

union

(delete last union)
Attribute level note table for numerical attribute V , newR_V_AN:

For each dataset:

select text, importance, type

from Rn_V_AN

union
(delete last union)

Cell level note: the key needs to be changed to a new key:

For each dataset:

select  newR_Rn_changekey.newkey,name,text,importance,type

from Rn_V_CN, newR_Rn_changekey 

where Rn_V_CN.sunkey= newR_Rn_changekey.oldkey 

union
(delete last union)

7.4 The Integrate Operator

The Integrate operator combines several datasets that are compatible, i.e. they have the same category and numerical attributes. If this is not the case, then they first need to be harmonised by using a combination of the project, select, reclassification and conversion operators.

INTEGRATE(R1,R2,..Rn,…,Rm)

Create a new sunkey table newR_keytable:

(we just need to copy R1_keytable)

select *

from R1_keytable

2. Create a changekey table newR_Rn_changekey for dataset Rn:

select Rn_keytable.sunkey, newR_keytable.sunkey

from Rn_keytable ,newR_keytable

where Rn_keytable.CC=newR_keytable.CC
3. Create a summary table newR_V:

select newR_keyTable.sunkey, ‘V_N’=SUM(V_N), ’V_S’=SUM(V_S)’, 

’V_SS’=SUM(V_SS)’

from newR_keyTable,

R1_V,
…,    Rm_V,

newR_R1_changekey, .., newR_Rm_changekey

where newR_keyTable.sunkey=newR_R1_changekey.newkey

 and         R1_V.sunkey= newR_R1_changekey.oldkey              and



………

 

newR_keyTable.sunkey=newR_Rm_changekey.newkey 

and        Rm_V.sunkey = newR_Rm_changekey.oldkey

group by newR_keyTable.sunkey

Example: 

Two datasets, UK and France, are integrated (there is only one numerical attribute “income” in this example.) 

Table 7.4: newR_sunkey
Sunkey
Gender
Employ

1
M
FT

2
F
FT

3
M
PT

4
F
PT

5
M
U

6
F
U

Table 7.5: newR_income
Sunkey
Income_N
Income_S
Income_SS

1
35
1500
60000

2
75
1100
45000

3
110
900
36000

4
80
850
32000

5
50
800
33000

6
150
850
34000

4. Reference table is no longer relevant. 

5. Conversion table is no longer relevant.

6. Notes tables are changed in different ways, depending on the level of the note.

Table level: a new note may be created. This is an issue for the Table Model rather than the Statistical Analysis Modules.

Attribute level note table for category attribute C , newR_C_AN:

For each dataset:

select text, importance, type

from Rn_C_AN

union

(delete last union)

Attribute label level note table for category attribute C , newR_C_ALN:

For each dataset:

select label, text, importance, type

from Rn_C_ALN

union

(delete last union)
Attribute level note table for numerical attribute C , newR_V_AN:

For each dataset:

select text, importance, type

from Rn_V_AN

union
(delete last union)

Cell level note newR_V_CN: key needs to be changed to a new key.

For each dataset:

select  newR_Rn_changekey.newkey,name,text,importance,type

from Rn_V_CN, newR_Rn_changekey 

where Rn_V_CN.sunkey= newR_Rn_changekey.oldkey 

union
(delete last union)

7.5 An Algorithm to Estimate Probabilities and Cardinalities for the Product Classification Scheme

This problem is discussed in McClean, Scotney and Rodgers (1999) as follows:

Notation 1: We consider an attribute A with corresponding domain D ={v1,...vk}. Then for aggregate view Vr the domain D is partitioned into sets  ([image: image27.wmf]S
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Definition 1: The aggregate integration operator from a number of aggregate views 
V1,…, Vm derives probabilities (1,… (k for values of attribute A, and is denoted aggint. It is defined as a vector-valued function: 

aggint (V1,…, Vm), = ((1,… (k) where the (i‘s are computed from the iterative scheme:
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Here (i is the probability of value vi for i = 1,…,k for the integrated aggregate view in the universal table. 

Program Aggint
begin
initialise;

iteratively compute_proportions (from the EM formula);

scale_by cardinalities;

end;

8.  Constraints on the Data Model and Operators

There are restrictions on the circumstances under which it is appropriate or valid to use the operators discussed in Sections 5, 6 and 7. 

· Macro relations are summaries and do not represent individual entities.

· Each tuple in a macro relation corresponds to a cell of a statistical table.

· Macro relations consist of two types of attributes: category and summary; they have composite keys given by the category attributes.

· There are at most two summary attributes: sum and sum of squares; frequently there is only one summary attribute: the sum. These summary attributes are primitive.

· The domains of category attributes are strings.

· The domains of summary attributes are floating point numbers.

· Each macro relation has associated meta relations: the reference table, the notes tables, the conversion table, the survey table, and the dictionary table as appropriate.

9.  Input via DTD

The dataset will be input via DTD. For statistical operators, the following information is needed, though the DTD may input more information for other functions. From this information, the Pre-SIM should generate all of the relational tables required.



Table name

Note


Categorical attribute name


Reference



Note



Label, Label note 



Label, Label note



Label, Label note 



…



Categorical attribute name



Reference



Note



Label, Label note 



Label, Label note 



Label, Label note



…



Categorical attribute name



Reference



Note



Label, Label note



Label, Label note



Label, Label note



…



…



Numerical attribute name



Conversion



Note



Type



Numerical attribute name



Conversion



Note



Type



…



Cell level Note: 



Categorical 1 label value, categorical 2 label value, … numerical attribute name, Note 


Categorical 1 label value, categorical 2 label value, ... numerical attribute name, Note 


Categorical 1 label value, categorical 2 label value, ... numerical attribute name, Note 


…






Below is a prototype for a DTD description of Meta information. 

<dataDscr>

<Meta>

<dataname file =filename> table name

<Note    importance = xx, type =foot/note>

note text

</Note>

</dataname>

<attribute1 name =xxxx, type =category>


<reference>



old_label1 = new_label1,



old_label2 = new_label2



old_label3 = new_label3


</reference>


<Note    importance =xx, type =foot/note>



note text


</Note>

<LabelGrp>

<labelname>label name

<Note    importance =xx, type =foot/note>

note text

</Note>

</labelname>

<labelname>name

<Note    importance =xx, type =foot/note>

note text

</Note>

</labelname>


</LabelGrp>

</attribute>

<attribute2 name =xxxx, type =category>


<reference>



old_label1 = new_label1,



old_label2 = new_label2



old_label3 = new_label3


</reference>


<Note    importance =xx, type =foot/note>



notetext


</Note>

<LabelGrp>

<labelname>label name

<Note    importance  =xx, type =foot/note>

note text

</Note>

</labelname>

<labelname>name

<Note    importance =xx, type =foot/note>

note text

</Note>

</labelname>


</LabelGrp>

</attribute>

<attribute name = xxxx, type = numerical, subtype = percentage>


<conversion>



year = xxxx



parameter = xxxx


</conversion>


<Note importance =xx, type =foot >



note text


</Note>

</attribute>

<celllevelnote>

<attribute>

attribute1=xxx, attribute2=xxxx, numattribute 

</attribute>

<Note    importance =xx, type =foot/note>

note text

</Note>

</celllevelnote>

<celllevelnote>

<attribute>

attribute1=xxx, attribute2=xxxx, numattribute 

</attribute>

<Note    importance =xx, type =foot/note>

note text

</Note>

</celllevelnote>

</Meta>

</dataDscr>

From the prototype, a DTD description for our example is shown below. This DTD describes the raw Summary data (only the part related to the statistical table) and its meta information.

<dataDscr>

<Meta>

<dataname file = uk> statistics of UK employment

< Note    importance=1, type =note >

note text

</Note>

</dataname>

<attribute name = employ, type =category, level=2>


<reference>



FT = E



PT = E



U = U


</reference>


< Note    importance=3, type =note >



a note


</Note>

<LabelGrp>

<labelname>FT

<Note    importance=3, type =note>

a note is here

</Note>

</labelname>

<labelname>PT

<Note    importance=3, type =note>

a note is here

</Note>

</labelname>


</LabelGrp>

</attribute>

<attribute name = gender, type =category, level=1>


< Note    importance=4, type =note >



a note


</Note>

</attribute>

<attribute name = income type = numerical subtype = float>


<Conversion>

MeasureUnit=1000,

Measurement =”UK pound”,

Condition  = ”Year”,

Parameter=1.412


</conversion>


<Note importance=3, type =Note >



income is 


</Note>

</attribute>

<celllevelnote>

<attribute>

gender =F, Employ =PT, income 

</attribute>

<Note importance=2, type =note >

note

</Note>

</celllevelnote>

<celllevelnote>

<attribute>

gender =M, Employ =U, income

</attribute>

<Note importance=3, type =note >

a note

</Note>

</celllevelnote>

</Meta>

</dataDscr>
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