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��1. Introduction

In this report we present part of the work done in the context of Task 3.1 “Specification of Secure Interface Module” of the ADDSIA project. This task is part of Work Package 3, whose aim is the specification, design and implementation of a secure interface to the micro/macro (native) data of the Statistical Institutes.

In the following pages we will attempt to give a detailed, yet not overly verbose, description of the design specific issues of the Secure Interface Module. Our vision of the Secure Interface Module has been affected by the various discussions and point-of-view exchange we have had with all the other partners, either in the various project meetings, or through the electronic mail system. 

These design decisions will be justified, wherever doubt of their correctness comes to rise. For the actual design of the Secure Interface Module, indeed the one that follows, we have chosen to use SELECT OMT and its notation, as it has been our impression that most of the ADDSIA partners are compliant and confident in this decision.

Before the actual design will be given, an overview of World Wide Web security will be presented, since the whole system is envisaged to function over this kind of facility. The design of the Secure Interface Module, in its entirety will be given afterwards, followed by a few conclusions reached and identified through this whole design process.

�2. World Wide Web Security: An Overview�tc "World Wide Web Security\: An overview"�

The purpose of the current section is to present an overview of World Wide Web Security, as this was perceived by the members of the ADDSIA team of the University of Athens. It can be used as a guide to the state-of-the-art approaches to contemporary World Wide Web Security issues and concerns.

Although a part of the deliverables comprising Milestone 1 is concerned with WWW security issues, we felt that the subject needs more dwelling into, as this is one of the most critical aspects and important parameters, leading to the success of the ADDSIA project.

2.1 HTTP Security

The most serious approach we could find after a lot of research and evaluation of the currently used or under consideration protocols, was the one introduced and implemented by Netscape Communications [SSL 96] (� GOTOBUTTON BM_1_ http://home.netscape.com)� as part of the secure transactions of their Netscape Navigator product, from versions 3.0 onwards. The protocol introduced and implemented in that version of the Navigator is widely known as the Secure Sockets Layer Protocol, or SSL. As of March 1996 it has passed on to the third version, V3.0. SSL V3.0 is a security protocol that prevents eavesdropping, tampering, or message forgery over the Internet. Moreover, the latest version of SSL has been submitted to the Internet Engineering Task Force (IETF) for standardisation and Netscape Communications is quite confident that they will achieve their goal. The most comprehensive introduction of this protocol can be found on line on the Internet on Netscape Communications’ WWW site. During the next couple of paragraphs we will try to give a brief overview of the SSL Protocol identifying its key concepts and goals.

The primary goal of the SSL protocol is to provide privacy and reliability between two communicating applications. The protocol is composed of two layers. At the lowest level, layered on top of some reliable transport protocol (eg TCP/IP [TCP 81]), is the SSL Record Protocol. The SSL Record Protocol is used for encapsulation of various higher level protocols. One such encapsulated protocol, the SSL Handshake Protocol, allows the server and client to authenticate each other and to negotiate an encryption algorithm and cryptographic keys before the application protocol transmits or receives its first byte of data. One advantage of SSL is that it is application protocol independent. A higher level protocol can layer on top of the SSL Protocol transparently. The SSL protocol provides connection security that has three basic properties:

The connection is private. Encryption is used after an initial handshake to define a secret key. Symmetric cryptography is used for data encryption.

The peer’s identity can be authenticated using asymmetric, or public key, cryptography (eg RSA [RSA 78], used by Netscape).

The connection is reliable. Message transport includes a message integrity check using a keyed MAC. Secure hash functions are used for MAC computations.

The goals of the SSL Protocol are the following:

Cryptographic security. SSL should be used to establish a secure connection between two parties.

Interoperability. Independent programmers should be able to develop applications utilising SSL 3.0 that will then be able to successfully exchange cryptographic parameters without knowledge of one another’s code.

Extensibility. SSL seeks to provide a framework into which new public key and bulk encryption methods can be incorporated as necessary. This will also accomplish two sub-goals: to prevent the need to create a new protocol (and risking the introduction of possible new weaknesses) and to avoid the need to implement an entire new security library.

Relative efficiency. Cryptographic operations tend to be highly CPU intensive, particularly public key operations. For this reason the SSL protocol has incorporated an optional session caching scheme to reduce the number of connections that need to be established from scratch. Additionally, care has been taken to reduce network activity.

Links to additional sources regarding World Wide Web Security can be found on the World Wide Web Consortium (W3C) site on the Internet (� GOTOBUTTON BM_2_ http://www.w3c.org). �The most comprehensive guide is the World Wide Web Security FAQ although too introductory. It mainly deals with practical advice for avoiding unpleasant surprises in the course of an HTTP transaction [HTTP 95]. The World Wide Web Consortium is carrying out a lot of work in the area of protocol development with the ultimate goal of enhancing Web security. The most well known approaches towards that direction are the Digital Signature Initiative, the Platform for Internet Content Selection, the Platform for Privacy Preferences and the HTTP/1.1 protocol. The Digital Signature Initiative seeks to create a general standard for signing digital documents. The Platform for Internet Content Selection initiative provides an ideology-neutral protocol for describing the contents of Internet documents. It can be regarded as a general facility for labelling documents. It can be used to add many sorts of meta-information to documents, such as copyright statements and usage information. The Platform for Privacy Preferences is a set of standards and protocols that provide end-users with a way of describing their preferences with regards to the use of personal information. Software based on this platform will alert users when they encounter sites whose stated privacy policies do not match their personal preferences. Finally, the HTTP/1.1 protocol, under specification, includes a much-improved scheme for authenticating the identity of users, known as Digest Authentication. 

An entirely different approach to World Wide Web Security stems from the existence of firewalls. A firewall can be thought of as a filter that restricts both the direction and kind of requests that can pass between LANs and an external network like the Internet. The more effective firewalls “proxy” specific services, where a program on the firewall serves as intermediary between the LAN and entities on the external network for a specific service, like Web browsing. Proxy programs understand the details of the communication and apply sophisticated restrictions on the data. Firewalls can also hide internal network addresses from the external network and reject packets from specified external network addresses.

2.2 Java Security

The next issue that will be addressed has to do with Java security. This reference is introduced since Java has been chosen as the implementation language for the ADDSIA project. For a better understanding of the following paragraphs, one has to be in touch with the way Java applets are designed to function. In a nutshell, Java applets, when found as a tag in a Web document, are downloaded to the local computer and executed there. This gives way to malicious use of the unsuspected local user’s computer.

In the following we will try to give a brief description of what has been the situation so far [MS 97], and what the new advances in this area are. We will concentrate on the efforts of three main vendors, namely SUN, the makers of the Java language, and the two main competitors in the browser industry, Netscape and Microsoft. We will also give an introduction to what appears to be the most robust architecture for Java applets security, namely Trust-Based Security for Java developed by Microsoft.

Java itself, as a programming language, provides some security possibilities. Java applets don’t necessarily gain full access to the local system. The original Java security model granted limited privileges to Java applets downloaded from the network and free reign to classes loaded from the local disk. As a result, developers were constrained in the Web applications they could create, and system administrators lived with the fear that unrestricted local classes might open up security holes that could be exploited by malicious applets.

Sun’s JDK 1.0 defined the original model for executing applets in a secure environment. The model is based upon the ability of the runtime system to distinguish between trusted and not trusted classes, upon security checks within the standard Java class libraries, and upon a security policy defined in a special class, namely the SecurityManager class. All locally installed classes that could be found under special environment variables are treated as trusted classes, while all classes loaded from the network at runtime are considered not trusted. The security manager enforces security policies over the applets. For example file I/O on the local machine is prohibited for all classes downloaded from the network, and network I/O is limited only to specific network operations. The major strengths of this model stem from the fact that it is quite robust and well understood. All developers know exactly what they can or cannot do. Additionally, existing bugs have been identified and worked out, thus bringing the model to a stable state. However, weaknesses can be identified. The major one being that the model provides no middle ground. All Java code is considered either fully trusted or not trusted at all. Moreover, security issues regarding locally installed classes are not addressed. This way the effect of third-party libraries cannot be controlled. If they are on the remote machine they most probably will not be able to meet their purpose, if they are installed on the local machine, they have full access to the system with all the after-effects this might have on security.

The above is also, in general, the security model occupied by Netscape in their Navigator product. The only difference in the latest versions of the Navigator, is concentrated on a privilege mechanism, under which all security privileges are specifically requested by the local libraries once a class is downloaded from the network. Moreover, the privileges are hard-coded on the local libraries, again making it difficult for the system itself being able to adequately warn users of any dangers they might be exposing themselves into.

In Sun’s JDK 1.1, an extension to JDK 1.0’s model is introduced. A form of digital signature is used. Once a trusted principal is stored in the identity database, any Java applets, which are signed by one of those principals, are completely unrestricted on the local system. Another concept introduced is the one of access control lists, although this feature does not seem to be used by the JDK 1.1 class libraries.

To overcome these limitations, Microsoft has developed trust-based security for Java, a cross-platform system that provides fine-grained administration of the privileges granted to Java applets and libraries. It utilises Java Cabinet (CAB) signing, ensuring that an applet can only perform actions for which it specifically requests permissions. With trust-based security for Java, developers can precisely limit the section of code where privileges have been granted, and administrators can have flexible control over the privileges to local classes. Microsoft argues that their trust-based security model also reduces administrative costs and preserves compatibility with existing code, making it a more cost-effective model as well. Most important, according to Microsoft it can help answer one of the larger questions facing the software industry today: How can users trust code published over the Internet?

2.3 ADDSIA Security

In this section we will give a description of the decided security configuration for the ADDSIA project. As shown in the following figure (adopted by the UoA presentation in the Athens meeting) security can be seen as an abstraction denoting the type of data “travelling” through the network. In this particular figure, where security is presented in a high-level form, thick arrows represent sensitive and thus protected data, while thin arrows imply not necessarily insensitive or unprotected data, but rather data travelling internally of the various ADDSIA components, thus with no immediate need of protection.
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Figure 2.1: ADDSIA Security

3. Native Data Access

As noted above, SIM will have to access a statistical institute’s exported datasets. It is obvious, that statistical institutes will, under no means, allow SIM to access their inner data. For this to be the case, the approach that is discussed and is currently under consideration is the following. This approach involves the exporting of statistical data to an external RDBMS, although within the physical storage space of the statistical institutes. Under such a configuration, NSIs will have no problems with exporting their data. Confidentiality is assured by the NSIs, as this should be a property of the data. However, SIM is open to collaborate with external confidentiality software (such as ARGUS), if this is necessary. A configuration of the proposed sort is the following (adopted by the UoA Athens meeting presentation on “Plans for the next six months”):

�EMBED Unknown���

Figure 3.1: General Access Schema for ADDSIA

In the above figure the mSQL solution as a generic type of RDMBS to be used throughout the ADDSIA project is introduced by means of demonstration. However, such a solution could not be far from a potential representation, since mSQL is a powerful database that is freely available and does not impose any commercial constraints (licences etc.) over the ADDSIA project.

�4. Secure Interface Module: An Overview

In this section we will give a reminder of the Secure Interface Module given in [ADDSIA 97]. This methodology will be given mainly in the form of Data Flow Diagrams (DFDs), adopted from the previous reference. We will also quote some of the commentary supplied, for the sake of a complete presentation.

In this approach, the Secure Interface Module (SIM) accesses physically the micro and macro data and retrieves them according to the descriptions existing in the Provider Metadatabase (PMDB). Macro data are supplied safe by the statistical institutes. Micro data should be processed before supplying them to the Presentation Statistical Module (PSM), in order to make them secure. Assuming that the native data do not change often, once the native micro data are retrieved, they can be processed to ensure safety and stored. Afterwards, all aggregate information that is required by the PSM is retrieved by this safe micro data store. Once the safe micro data store is created, the access of the native micro data is no longer required and the link may be disconnected.

If the supplied micro data is voluminous, we can choose not to store the safe micro data, but just to supply the required data to the PSM module. Creating a single safe micro data file out of a native dataset is considered useful for confidentiality reasons. When creating all table and statistical information from the same micro data file, distortion of information is uniformly distributed to all the macro data. Consequently, derivation because of incompatibilities within the same data between different tables is impossible.

SIM may access each native dataset separately, independently from other provider datasets. According to the characteristics of the various statistical institutes, SIM may have a software component executing per site to control the SIM dataset component.

In the following, the Secure Interface Module DFDs are presented.
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�Figure 4.1: The general architecture
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Figure 4.2: Safe Microdata Creator is invoked upon ADDSIA installation to a local site. Its purpose is to create a secure microdata store from where all statistical information can be produced in a secure way.
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Figure 4.3: The Safe Microdata Creator
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Figure 4.4: The Secure Interface

�5. Design of the Secure Interface Module

In this part, we present a detailed design of the Secure Interface Module (SIM) as the members of the UoA/ADDSIA team have perceived this, after internal discussions, as well as correspondence and discussion with the other ADDSIA partners.

We have identified two specific instances of the SIM. The first one, a sort of pre-processor of data, called the Pre-SIM, and the second one, being the secure interface to the native statistical data, called SIM. In the following, the latter one will be called the “actual” SIM in order to avoid any possible confusion of the two senses. We will give their formal description in the following paragraphs.

5.1 The Pre-SIM

The role of the Pre-SIM is to make all of the appropriate, if necessary, processing of statistical data of some external format. The purpose is translating them to an RDMBS so they can be used by the actual SIM (as the actual SIM interacts with RDBMSs). This has been greeted as something inevitable, since not all statistical institutes have a sort of RDBMS, and since SIM is the one to access the actual data, it has to be responsible for their correct and uniform representation and storage.

A general schema of the way the actions of Pre-SIM have been envisaged is the following:

�EMBED Word.Picture.8���

Figure 5.1: General Schema for the Secure Interface Module Pre-processor

The existence of the Pre-SIM, as stated above, has been inevitable. A lot of the statistical institutes involved have their data in various statistical packages, such as SPSS. For these data to be used for ADDSIA purposes, they have to be transformed into a relational schema, which can be subsequently fed into an RDBMS (by some other, auxiliary, application or by the Pre-SIM itself).

Ambiguity lies in the above figure, regarding what does “well-known external format” mean. Pre-SIM should in no case be responsible of accessing obscure internal binary structures used for data exchange by the various statistical institutes. For example, if a statistical institute can export its data to some binary form, for the sake of the example, let’s call it “foo”, Pre-SIM should have to parse this binary form in order to create the desired RDBMS schema. However, in case scalability extensions are to be taken in mind, the uniform access to databases cannot be accomplished this way. This is mainly done for the sake of generality of the ADDSIA software. So “foo”-type formats are not even considered as an option. The data have to be exported to other well-known formats. The most common we could come up with, and which are recognisable by most statistical packages, and even commercial databases and spreadsheet applications, are the CSV (Comma Separated Values) and the DIF (Data Interchange Format) formats.

But compatibility reasons are not the only ones behind this decision. As it is well known, statistical data are generally of substantial volume, and as such, problems may arise when an RDBMS attempts to manage them explicitly. Statistical packages, being designed for this purpose only, are capable of handling multi-attributed, extensively long both in row and column aspects. In this case some sort of pre-processing is also necessary. This data have to be exported into some form manageable by an RDBMS. An example may convince even more of the correctness of the decisions stated above. One of the sample data that UoA has been provided with, contains relations of somewhat 90-120 attributes and rows (tuples in the database nomenclature) exceeding 60,000. Although a commercial UNIX-based database, such as ORACLE may be capable of managing this sort of data volume without many problems, NT-based databases, such as ACCESS or even small UNIX-based databases, such as mSQL are by no means capable of importing and accessing relations of these sorts of numbers. For instance, mSQL cannot cope with rows having more than 75 columns (although it can cope with more than 1,000,000 rows). The above databases have been chosen in the example, since in the various discussions held, they have been identified to form potential testing platforms of the final concept-proving demonstration of ADDSIA.

In cases such as this one, not only a translation of the exported data is needed, but also a uniform decomposition of the tables with possible choices being more relations, or more tables of the same relation. The actual SIM has to be capable, in this case, to acknowledge such decomposition and be able to rebuild the actual relation(s) from the decomposed data when needed. Externally kept information (such as a log file) can be used in this case. This “externally kept information” however, is nothing more than metadata (ie data about the data). Of course this has to be done in a transparent way, ie the casual ADDSIA user should by no means be knowledgeable of such a process. Privileged ADDSIA users could have knowledge of such actions, but this should also be avoided. Moreover, the Pre-SIM could be implemented in such a way, that given a target RDBMS, it could insert the data read from the external format to this RDBMS, creating the specified database schema on the process. For example, given data in a CSV format, the creation of SQL statements to insert these data in any target RDBMS is trivial. The only external information needed, is the type of the target RDBMS. Compatibility with other RDBMSs and instances of the same information within them is ensured through use of the same column names and number of attributes. At this point, some user interaction may be necessary in order for additional information to be supplied to SIM (for example, insurance of naming conventions between attributes). Such procedures will be further decomposed in the following sections, when the actual design of the SIM, in its entirety is given.

Having all of the above in mind, a refinement of the previous figure giving the overall top-level architecture of Pre-SIM could be the following:
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Figure 5.2: Refinement for the Secure Interface Module Pre-processor

5.2 The Actual SIM

The actual SIM is responsible for accessing the native statistical data and producing as output what is known as a MIMAD representation. This representation can either be a Macro Object (MAOB) or a specific set of tuples or an otherwise defined schema, if necessary. A general high-level schema that can be used to describe the aforementioned cases is the following:
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Figure 5.3: Schema for the Actual Secure Interface Module

Again certain aspects of the above figure have to be made clear, although this figure is much clearer than the one of the Pre-SIM. The first one is the definition of “Extended SQL”. By this term, we mean a set of SQL commands, obviously covering what is known as standard SQL. Moreover, certain statistical commands are also incorporated in this set. By this set of statistical commands, functions like aggregation, summation, calculation of minimum or maximum values etc. are covered (see Appendix A for a list of covered statistical functions). Generally, this kind of function is the set of all the potential statistical functions a user may ask of a statistical institute. Such a set of functions has been identified and their calculation, given appropriate input, is within the possibilities of an application such as the SIM. Most of these functions are already defined in standard SQL. In the case of more sophisticated statistical functions, such as correlation for example, an extended syntax of SQL will be used, in such a way that the general grammar of SQL will not be altered. This is desirable, since SIM will communicate with the RDBMS through use of standard SQL. The general idea is to “translate” this extended syntax, when and if needed into standard SQL. Of course, it is not SIM’s responsibility to make sure that its input is of the correct form. The Provider Statistical Module is responsible for providing SIM with correct input.

As far as the output is concerned, again the previous figure is self-explanatory. The output is in the general form of a MIMAD representation. This representation can be one of many compliant types. The first possibility is for it to be a macro object (MAOB) enclosing all the necessary structure needed for the presentation of the results. Another possibility can be the formatting of the outcome as a set of tuples, basically the result of the SQL query issued by the SIM against the RDBMS. A final possibility can be for the result to be nothing of the above, but some other structure (but always being compliant to a MIMAD representation). Although such a structure has not been identified yet, if the PSM demands it, special care will be taken for the output of SIM to be able to support it. Again it has to be stressed that it is not the responsibility of SIM to present the outcome of extended SQL queries run against the RDBMS. It is only responsible for providing a MIMAD representation as its outcome. The PSM is responsible for reading in this representation and presenting the user with results. SIM is only responsible for the correctness of these results.

After the previous presentation of an overview of the SIM, we are ready to proceed to the actual design.

5.3 SIM’s Design

In what follows, we will attempt a detailed presentation of SIM’s design. For this purpose, and in compliance with the various decisions taken considering CASE and proof tools, the design will be presented in a SELECT OMT fashion. SELECT is an object-oriented CASE tool available at the University of Athens. The figures of the following section are based on SELECT’s notation, and the whole presentation will follow SELECT OMT’s terminology.

�5.3.1 SIM’s Specifications

In what follows, we will attempt to produce a verbose, yet concise, description of SIM’s specifications. This description is crucial in producing a robust and accurate design of the Secure Interface Module.

The Secure Interface Module is in charge of interfacing with a variety of relational databases. The purpose of this interaction is for statistical queries to be run against these databases and for their results to be returned to the user, or process, issuing them. The constraint imposed over this interaction is that databases have to be relational. The contents of the databases that SIM accesses (ie the tables that queries run against) are called “datasets” and are nothing but statistical data after processing (ie anonymisation and other confidentiality techniques). SIM not only is responsible for accessing these data, but in some cases inserting them into these relational databases. The latter activity is known as SIM pre-processing and corresponds to a specific part of SIM, known as Pre-SIM. The other modules of SIM are responsible for accessing, but never modifying, the data. However, certain aspects of the datasets can be modified. These aspects are certain privileges that users have in running queries against these data. Moreover, only high-privileged users are responsible for providing datasets and modifying privileges over them.

Key concepts of the Secure Interface Module are the various parts of the general architecture and their relation to the type of users able to access the data through SIM. Two basic types of areas are acknowledged. The first one being the Domain Site and the other one being the Provider Site. In general, the user interacts only with the Domain Site. This site acts merely as a liaison between the user and the actual data. Datasets can be stored in Domain Sites, if exported there by the Provider Sites. However, the case is for datasets to reside only in Provider Sites. Interaction, as specified above, is between SIM and datasets, whether they are stored in Domain or Provider Sites. But, when looking at the big picture, SIM only interacts with the Provider Statistical Module, accepting commands, whether they are SQL queries or administrative commands, and returning the results in an acceptable fashion.

For this purpose, three kinds of users have been identified and will act as milestones in the design, and subsequent implementation, of the Secure Interface Module. These users are the Domain Manager, the Provider Manager, and the Casual User�.

These users should be provided with the following services:

Add/remove providers

Add/remove/modify (set privileges on) datasets

Access datasets (simple browsing)

Run simple queries against datasets

Run statistical queries against datasets

Generate reports

5.3.2 Feasibility Study

In this section we will identify the actors and the various use cases of the whole system. 



5.3.2.1 Actors Catalogue

Table 5.1 Actors Catalogue

Domain Manager�The Domain Manager is responsible for adding and removing specific providers and their datasets (where this is applicable).��Provider Manager�The Provider Manager is responsible for adding and removing datasets, as well as setting the access privileges on specific modules for the casual user.��Casual User�Casual Users have no responsibilities. They can only access the statistical data, either to simply browse them or to run queries on them, statistical or other. Their access to these data has to be, in all cases, in compliance with the privileges set by the Provider Manager.��

5.3.2.2 Use Case Descriptions

Table 5.2 Use Case Descriptions

Add new provider�The Domain Manager adds a new provider from whom data is available. Details of the provider are entered. Examples of such details can be the provider’s URL, ports through a firewall that can be used in order to communicate through to the provider etc.��Remove provider�The Domain Manager removes a dataset provider. When this is done, all dataset entries for this provider become instantly unavailable.��Add new dataset�The Provider Manager adds a new dataset making it available to casual users for additional processing. Additional attributes of such a dataset can be specific locations within the provider site where this dataset resides. May have to interact with SIM (Pre-SIM part) if this dataset is not in an RDBMS compliant format.��Remove dataset�The Provider Manager removes a dataset. Again all entries leading to this dataset should become instantly unavailable.��Modify privileges on datasets�The Provider Manager modifies the access privileges on a specific dataset. The changes of these privileges should again be instantly available.��Run simple query�The Casual User runs a simple query (such as browsing) to the main Domain. This is translated in a simple SQL syntax, fed to SIM and from SIM the results return.��Run statistical query�The Casual User runs a complex SQL query, possibly enriched with statistical functions. In this case, an Extended SQL query is generated and given to SIM. SIM interacts with the RDBMS, running a translated simple SQL query and returns the results.��Generate report�The Casual User is able to generate a report of his/her interactions with SIM. It is not to be considered and analysed any further at this level.��

5.3.3 Analysis and Design

At this stage we begin to form the specific models of the system, using object diagrams as well as object interaction diagrams in order to prove and check the relationships between them. Through additional, iterative refinements the final model will be presented. A lot of steps of this process will be skipped, since only the final diagrams are of interest.



5.3.3.1 First-cut Object Model

The keywords in the preceding discussion, and thus the entities that the actors will act upon, are the following:

Domain

Provider

Dataset

The first-cut object diagram can be produced. No operations are shown here, only objects and the relationships between them:
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Figure 5.4: First-cut Object Model

During the next few sections we will elaborate more closely on these diagrams, thus providing the final design consisting of the Object Model and Object Interaction Diagrams. Dynamic modelling aspects of the module will not be discussed, since it is our belief that the whole system will be quite static, with the only real interaction being able to be extracted from the Object Interaction Diagrams.

Of course, it is obvious, that one of the first refinements on the above diagram will be the introduction of the SIM into it. From the specifications’ discussion, SIM has to be an object through which the interaction between domains, providers and datasets is achieved.

After iterative refinement processes on the first-cut object diagram through which additional aspects not previously identified are discovered, the final object model can be extracted.



5.3.3.2 Final Object Model

The complete object model is shown in the following figure. This figure is enriched with the various attributes and methods each identified object contains and implements.
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Figure 5.5: The final object model for the Secure Interface Module Architecture

A number of explanatory comments are due in this diagram. First of all, domains are introduced as abstract classes. This is the case, since SIM does not have to interact directly with domains, but rather with specific instances of domains, ie the various providers, as is obvious from the above figure. The next difference to the first-cut model that catches our attention is the introduction of a new instance of a domain, namely a liaison. This is the case since, in the specifications of the Secure Interface Module, it was recited that it is possible for domains to not have an atomic storage structure, thus merely redirecting requests to the appropriate providers. If that is the case, a liaison object is in order which, while keeping the domain’s internal structure, is able to redirect requests for dataset access to the appropriate provider, through its own references.

The other information that can, in some cases be ambiguous, is the introduction of databases as abstract classes. However, this can be explained. The whole purpose of the system is not to access whole database schemas (in fact it would be neither sensible nor efficient and in some cases it would be forbidden) but rather specific tables. These databases are in a position to hold either datasets or specific privileges. Privileges are in fact relations that identify access permissions on the datasets. On the database nomenclature level (and indeed the ADDSIA architecture), these privileges are actually the Access Rights Database entries for every exported and published dataset. The Secure Interface Module has to be aware of these privileges so it can accomplish its task successfully, ie giving out not only correct but also compliant to external factors (such as national laws) data and results. Although a database is an abstract class, SIM is shown to interact with it, since it should not be aware of the various implementation issues. It would rather need to know that certain aspects of the database environment it assumes are in fact implemented and existent in the database environment it actually accesses.

It is obvious from the previous diagram, that the SIM is in a position to create a database. This is only the case when a provider exports its data to external formats, asking of the SIM Pre-processor (Pre-SIM) to parse them and insert them into a database. Hence, SIM does not create a whole database, but rather a new dataset. This subset of the Secure Interface Module has been previously mentioned as the activity of Pre-SIM (see the corresponding section).

Having all this in mind we are able to proceed to further design issues, namely the introduction of the Object Interaction Diagrams (OIDs).



5.3.3.3 Final Object Interaction Diagrams

In this section we will attempt to present the various object interaction diagrams. These diagrams are crucial for the design stage since they give an overview of what actions the module under consideration is expected to carry out, as well as giving a high-level description of the messages and parameters exchanged between the various objects.

We will show the OIDs of most of the use case scenarios identified in the previous sections.



Add New Provider
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�

Set Privileges
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Run Simple Or Statistical Query
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�

Create Dataset

�EMBED Word.Picture.8�����A few aspects of the previous object interaction diagrams should be explained. The first one is the introduction of a Control Object. This Control Object is nothing but an abstraction, indicating interaction with the user. This makes all the other objects more re-usable, by removing use case specific control from them.

The existence of such a control object, and its incorporation in the Secure Interface Module this way, gives additional flexibility, as well as specific information regarding user interaction, to the designers and implementers of other ADDSIA modules, such as the Provider Statistical Module and the user interface.

Another aspect is that both simple and statistical queries are presented in the same OID. This is the case since the final approach is for SIM to be quite generic and not to rely on other modules regarding its access methodology to the actual datasets. This is also indicated by the fact that SIM is in charge of accessing and checking privileges to the various datasets. This is merely another abstraction indicating that SIM has to access the various metadata associated with the datasets it accesses. This is done not only to ensure the access privileges, but also to indicate that SIM has metadata for its own use (ie S-META in the overall ADDSIA architecture). This metadata imply other aspects of SIM, namely its ability not only to access databases and run queries, but also to create databases (or, more specifically, datasets). In this case, as it was noted on a previous section concerning Pre-SIM, the system has to keep metadata for SIM’s use (apart from the dataset’s inherent data) to ensure access uniformity and transparency.

Another worth-mentioning point to note is that the Create Report use case has not been presented in these Object Interaction Diagrams. As it was noted in a previous section, SIM is not concerned with this use case, since its interactions with databases are only valid at the point they take place (one can argue that SIM engages in a stateless protocol, not “remembering” its previous interactions). It is the responsibility of other modules to ensure this publication of the results of this interaction. SIM however, should be able to export the user query results in a few, predefined, formats made available to the publication modules.

The last thing to be taken into account is that the Add New Provider and Remove Provider use cases, although identified, do not actually interact with SIM. That is true, but they have been included in this presentation for completeness reasons and to, sort of, display the big picture of the whole architecture and the role of the Secure Interface Module within it.



5.3.3.4 Storage Object Model

In this section we will attempt to give a few guidelines regarding the storage aspects of the whole system, and SIM in particular. This is actually a really high-level description of the various storage facilities needed to implement the final system. The extraction of the storage object model is actually an attempt to “dump” the Object Model and its inheritance tree in the available storage techniques and facilities.
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Figure 5.6: The Storage Object Model

In the previous diagram, the primary keys are underlined. The associations between Liaisons, Producers, Dataset Privileges and Datasets are one-to-many, indicating, what should by this time be obvious and suspected of, that one Liaison (ie a specific instance of an abstract Domain) can have many Providers and they, in their turn, can hold and access many databases.

The storage model is self-explanatory enough and we shall not dwell more into it at this point.

�6. Conclusions

From the previous discussions we have been able to get a hands-on approach at the design leading to the Secure Interface Module. Certain aspects of SIM’s design, such as use case scenarios, have been identified and analysed. The whole design of the Secure Interface Module is implemented in the SELECT OMT notation to ensure portability as well as compatibility with all other design efforts from the various partners. The various design choices have been identified and discussed and the actual decisions made have been justified.

�Appendix A:

List of Statistical Functions Supported by the Secure Interface Module





Table 1: Statistical Operations and Type of Summary Information Required

Basic Functions�N�X�S�min�max�t(sum)�t(N,X,S)�vcm�raw-data��Statistical Procedures�����������count�*����������mean�*�*���������Standard deviation�*�*�*��������range����*�*������median���������*��semi-inter-quartile range���������*��correlation��������*���regression��������*���T-test�������*����anova�������*����tables������*�*����chi-square������*�����non-parametric���������*��multi-variate��������*�*��





N = sample size

X = sample mean

S = standard deviation

t(sum) = contingency table

t(N,X,S) = tables containing sample size, sample mean, and standard deviation for each class

vcm = variance and covariance matrix

�

Table 2: Primitive Summary Functions and Statistical Analysis Procedures



Primitive Summary Functions�N�(�(2�(3�(4�((��Statistical Procedures��������count�*�������mean�*�*������Standard deviation�*�*�*�����kurtosis�*�*�*�*����skewness�*�*�*�*����variance�*�*�*���*��covariance�*�*�*���*��t(sum)�*�������t(N,X,S)�*�*�*�����vcm�*�*�*���*��correlation�*�*�*���*��regression�*�*�*���*��T-test�*�*�*�����anova�*�*�*�����chi-square�*�������





N = cardinality = �EMBED Equation.2���
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�EMBED Equation.2���
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� In order to be more concise with the overall architecture, it has to be noted that the Casual User identified can be seen as the Provider Statistical Module, since the user does not directly interact with SIM. However, for presentation reasons, this distinction is made.
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