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�
 Introduction


In this report, we present the work during Task 3.1 "Specification of Secure Interface Module" of the ADDSIA project. This task is part of Work Package 3, whose aim is the design and the implementation of a secure interface to the (micro) native data of the Statistical Institutes.


The Secure Interface Module (SIM) is responsible for the physical access to the native data and the disclosure avoidance. Task 3.1 deals with the specification of SIM. Towards this end, the main effort has focused on general security issues of statistical databases. Several disclosure control methods were examined and possible scenarios for the database access were envisaged. Another subtask refers to Web security thread and tools.


Web security is sought through various steps starting from verification procedures to specific protocols. User identification and authorisation procedures are required for the safe access to confidential data in databases. Statistical databases call for additional protection mechanisms, as confidential information can be accessed through the combination of statistical information. In addition, ADDSIA deals with distributed information which increases the complexity of ensuring safety both at the security and the confidentiality levels.


During Task 3.1, we have examined the various problems arising when trying to achieve security in statistical databases. Taking into account the distributed environment, we have envisaged various locations in the DDS where statistical security should be checked. According to the suitability and feasibility of methods and approaches, we propose a secure interface module that tries to be appropriate for the Web-ranged use of ADDSIA. Finally, some database access issues and implementation choices are included and justified.


�
Security Issues on the Web


Security concerns impose a severe constraint on a vast array of products and services that can be offered within the context of the World Wide Web. Electronic commerce on the Web will be enabled by emerging security protocols such as S-HTTP and SSL. Introducing additional choices such as Microsoft's recent release of STT (Secure Transaction Technology) and PCT (Private Communication Technology) may have the effect of causing confusion and therefore, delaying implementations. However, it is clear that serious attention to security has now become mainstream. S-HTTP (Secure Hyper Text Transfer) and SSL (Secure Sockets Layer), which incorporate Public-Key cryptosystems, are just beginning to be implemented by WWW applications developers.


Internet Security issues cover a vast arena of technologies, behaviours and science. 


Major categories covered here include: 


Systems Reliability 


Authentication 


Transaction Management 


Data Integrity 


Data Privacy 


Data Lifetime 


Systems Reliability


If you need to hide some data from some persons, such as in the development of a project, you need to ensure that all your sub-systems are dependable and have reasonable backups. 


This includes data, hardware, people, communication lines and power. 


For data, this involves data archiving, and may mean mirrored data storage for maintaining continuous, safe copies of data. 


For hardware, this can mean multiple systems that can perform fail-safe checks on each other, and perform as backup systems if others fail. 


When necessary, redundant personnel for essential roles must be available as standby, or to perform in shifts during prolonged emergency situations. 


Critical data is of little value if you can't get to it. Backup communication lines are becoming a necessity in many modern businesses. The same is true for power supplies. 


All of these components are required to ensure that data and services are available when needed. 


Authentication


Having secured the systems that provide storage and access to the data, the next thing to secure is: who, what, when and how the data is added, accessed, modified and removed. 


The first step is to identify all the means that data can be accessed: can duplicate votes be stuffed into a polling box; can someone walk in and shred a file; can cheques be forged; can visitors overhear sensitive phone calls; do you know everyone who has access to your Ethernet packets... 


The next step is to track who does what, when and how and provide measures to prevent erroneous transactions and unauthorised access. 


A key part of this is authentication; being able to identify who/what is attempting to make a transaction and determining whether or not they are authorised to do so. 


Driver's licenses, social security cards, employee badges, credit cards, caller ID, keys to doors/cars/software, IP/MAC addresses are all mechanisms that attempt to positively identify who you are, and/or what you are allowed to do. 


Transaction Management


Once a party can be identified, their transactions can be monitored and logged -- to assist in ascertaining whether a security breach, or an attempt to breach, has been made. 


In addition to tracking transactions, transaction management must also provide a mechanism to establish that a transaction (often delayed) has actually occurred and is agreed between parties. 


In mission-critical protocols such as those used in a space launch, certain actions cannot proceed until a certain combination of previous states have been attained. Transaction management keeps track of what events have occurred and informs interested parties when their desired states have been achieved. Similar management is used in complex financial transactions. 


Data Integrity


Simply knowing that transactions have properly occurred is not enough to guarantee the integrity of data. Data may have been violated or tampered with in an unforeseen manner, or the data may degrade due to hardware or media characteristics and quirks. 


Data integrity is most often validated by some notarisation mechanism or by comparison to a known valid record. This requires that the notarisation process be unforgettable, and that the comparison record is sufficiently accurate and intact. 


Data Privacy


In a reliable system where access is controlled, transactions validated and data integrity ensured, there remains the issue of privacy for sensitive data. Such data needs to be secure in all stored forms, and at all points of transit. 


In some cases, it is not enough to keep the data private -- even the time and type of transaction must be kept secure. 


This usually involves keeping the data and transactions in digitally sealed containers, or in some way obfuscating the information through code or camouflage. 


Data Lifetime


Since most security measures are designed so that the data can be retrieved, there is always a possibility that an unauthorised party might access the data through breach of authentication or due to a hole in a privacy mechanism. 


The issue is rarely whether privacy can be breached, but rather when will it be breached. A sustained attack with sufficient resources will eventually breach a safe; taking extreme measures will minimise the probability of the breach -- thereby delaying the breach, or making it too lengthy/costly to breach. 


Keeping data secure involves a cost; the more secure a safe is, the more it will generally cost. The cost of the safe should be balanced against the value of the items to be stored in it. 


Most sensitive information has a lifetime; after a period, the sensitivity, and hence its value, degrades over time. By determining the sensitive lifetime of the data, and by measuring the value of the data itself, one can judge the justifiable costs of ensuring data privacy. 


Passwords, Keys and Certificates


Traditional authentication usually involves a pair of identifiers: a public and a private identifier. A check or a charge card has your name and/or photo as your public identifier; your signature is a private identifier that presumably only you know how to duplicate. The effort/cost is low, and so is its privacy lifetime; it provides little protection against forgery. However, in most transactions, it is suitable to its use. 


A user name and password, or an account ID with a Personal ID Number (PIN), is somewhat more secure. The password or PIN (key) is kept private; it can be breached only if your secret is revealed, or if someone uncovers it by guesswork or sustained trial and error. Sustained trial and error can be minimised by limiting the number of erroneous attempts that will be permitted by the transaction system. 


Privacy attacks can also be minimised by using long, complicated keys. The longer the key, the lower the probability that the key will be found by sustained trial and error. 


Unfortunately, the longer the key, the more difficult it is for a person to remember and use it, and the more costly (in time or money) the validation mechanism becomes. Most people use short, easy-to-remember (and guess) passwords, defeating the best designed privacy and authentication systems. 


This is complicated by the fact that in the absence of security standards, there is a proliferation of authentication schemes -- requiring people to memorise (or worse yet, record) a plethora of user names, IDs, passwords, PINs, etc. 


After years of chaos, the software industry is finally beginning to develop standards for authentication. Digital certificates can store digital keys and a variety of identification (name, description, address, birth, photo, voice print, etc.). Eventually you will only need one digital certificate that will work for debit cards, private Internet transactions, and perhaps even for starting your car. 


However, one roadblock remains. In an attempt to ensure that government agencies can tap private communications, restrictions have been made to limit the size of digital keys. The value of digital certificates is undermined by the fact that is it relatively easy to break keys of the current restricted length -- which make these certificates prone to forgery. 


Digital Signing, Ownership and Rating


Using digital key and certificate technology, it is possible to digitally "sign" data in a way to validate its integrity -- to ensure that it has not been tampered with. This make it possible to create digital containers that carry data, plus information such as authorship, when it was created, who can use it, and how -- and then digitally sign it. 


Anyone receiving a validated container can be sure that it was actually created/sent by the claimed author. This is seriously lacking in today's email systems. Web content publishers will also be able to determine authorship and check for copyright violations. 


In addition to authorship, digital containers can also hold rating information. Authors or rating organisations can certify that web content contains material suitable for target audiences. Parents can choose to filter out material that has not been rated by an approved certification agency (CA) as appropriate for children. 


Religiously selective users could filter out content not certified by their religious organisation; scholars can choose to filter out material not rated by their chosen science/literary panels; users could filter out unsolicited advertisements. Those that choose not to filter their content will continue to receive everything they want, without being restricted by censorship legislation. 


Encryption


Encryption uses digital keys to obfuscate data. This technology is used to secure stored data, as well as data in transit. If you encrypt a file, no one can access it without uncovering your key. The longer the key, the harder it is to break the code. 


The governmental restrictions that limit digital certificates and signing, impact encryption as well. 


Encryption is important not only in keeping sensitive data private, but is also instrumental in enforcing rating systems. A file that is rated R can't be read by a minor, unless they have a certificate that will decode the content. 


Note that encrypting a file will keep it's contents private, but will not keep transactions private. To keep transactions private, you also need to encrypt the communications line. 


In addition to maintaining restrictions on key lengths, governments are also attempting to restrict the distribution of encryption technologies. Posting free encryption software and source on the Internet is considered an act of exporting military munitions by the US Government, and is punishable as a federal crime. However, importing identical technology from overseas is unrestricted, creating an uncompetitive market for US software companies. 


Internet Security


A number of standards have been defined over the years for encrypting stored data, but little had been done until recently regarding Internet transmissions. Anyone with a packet-sniffer on your network can capture your email, password and banking transactions. 


To address this issue, Netscape proposed the Secure Sockets Layer (SSL) protocol that provides privacy over Internet TCP sessions, which is the mechanism used for email and the Web. 


While this addresses a critical Internet security problem, it still does not address packet-level, UDP transactions. Proposals are in the works to address this issue, as well. 


Microsoft has recently added Crypto API (CAPI) support to Win95 and NT, making it easier for software developers to add cryptographic security to their products. 


All of the technical issues are being addressed; the remaining issues involve removing governmental restrictions and educating people on how to keep their data and transactions secure. 


�
 Statistical Databases


A statistical database (SDB) is a database used for statistical queries (for example, averages, counts) on subsets of the database entities [Castano 1994]. Statistical databases may be of special or general purpose. Statistical computations are the main usage of special purpose SDBs (for example census SDBs). In the latter case, ordinary databases, such as a bank or a hospital database, are enriched with statistical modules in order to support statistical queries, as well as their obvious use of accessing individual records of the entities described. For statistical queries, special protection techniques must be developed, aiming to deal with threats typical of the statistical environment.


The dominant problem in SDB protection stems from the fact that a compromise must be achieved between the privacy needs of the individual and the right of organisations to know, process and disseminate information. This entails the right to release statistical information while at the same time assuring that confidential information about the individuals represented in the SDB is maintained. Protecting the SDB means preventing and avoiding statistical inference. Inference in an SDB means the possibility of obtaining confidential information on single entities by taking advantage of (sequences of) statistical queries issued against a set of entities stored in the SDB.


Particularly, inference in an SDB can happen when (1) successive queries overlap, (2) cardinalities of answers obtained are low, and (3) the types of queries are such that hidden individual data values can be obtained [Ozkarahan 1990]. In possibility (1), suppose each query corresponds to a number of variables whose values are obtained from the database. If successive queries of this type overlap in some variables, then a system of simultaneous equations is obtained, such that their solution would solve the unknown variable (the target) in terms of the known ones whose values are accessed from the database. In order for possibilities (2) and (3) to be overruled, restrictions on the types of queries and the cardinality of the answers obtained can be introduced. If this is not the case queries like:





SELECT	average(SALARY)


FROM	EMPLOYEE


WHERE	NAME=”Smith”


may go undetected; In the case above, the result of the query would be the actual salary of only one individual, employee Smith.


For more detailed restrictions to be achieved, the amount of overlapping among queries as well as the minimum and maximum sizes of answer sets can be limited, and finally answers can be scrambled, i.e. perturbed, in such a way that even though individual values would be inexact, their statistical properties stay intact. A maximum-limit restriction in the answers is also needed because if only the minimum is restricted, the user could ask a query to retrieve n-1 values out of the total n and thus infer the n-th one that may be the target.


Protection from statistical inference cannot be achieved through use of conventional protection techniques, ad-hoc techniques are required, although mechanisms for user identification and authentication are also required to identify the users requesting information from the SDB. Design and implementation of special-purpose techniques for inference protection are a complex task, and, according to [Castano 1994] the following issues have to be taken into account.


Characteristics of the SDB to be protected. SDBs may be on-line -- users get real-time responses to their queries, or off-line -- users do not know when their statistics will be processed. On the other hand, SDBs may be static -- they do not change during their lifetime, or dynamic -- they undergo changes in order to reflect the dynamics of the real world. Protection of dynamic SDBs is more complex since variations in the database provide additional information to malicious users. SDBs can also be centralised, or distributed, again the latter case being the most difficult to protect.


Additional knowledge of the users. Users can have additional knowledge of the individuals represented in the SDB; this knowledge can be properly exploited for inference purposes.


Types of attacks. The capability of developing a good inference control technique also depends on the knowledge the developer has about the techniques used by intruders attacking the SDB. When facing sophisticated attacks, sophisticated protection techniques have to be developed. Moreover, a combination of techniques can be required to protect an SDB against inference, since a single technique is generally designed to overcome specific attack techniques, as will be shown in subsequent paragraphs.


A synonym of the term statistical inference is the term disclosure problem�, which relates to the possibility of identifying individuals through released statistical information. Statistical disclosure is said to take place if the dissemination of a statistic enables the external user of the data to obtain a better estimate for a confidential piece of information than would be possible without it. A disclosure problem occurs if an unacceptably narrow estimation of the confidential information of a respondent is possible. Disclosure control methods are introduced in order to overcome disclosure problems.


In most cases the disseminated information is presented in tables, meaning that it is not the actual respondent data that is published but an aggregated form. However, some of the cells of the tables are not published, as they are considered confidential. Three basic rules [Eurostat 1994] exist to define cells as confidential:


Small counts. A tabular cell is confidential if less than m entities contribute to the total of that cell. This confidentiality rule is usually applied on data based on a census, that is the entire population.


Case of predominance. Also known as the (n, k) rule. A cell is considered confidential if the n largest units contribute more than k% to the cell total.


Derivation. Disclosure might happen by recalculating confidential cells as the difference between a total and the sum of the cells corresponding to that total. Derivation within one table is usually checked and avoided. If more tables participate, the derivation issue is only manually checked, or completely left open.


Classification of Statistics


The first classification stems from the type of the variables that are depicted. The variables can be nominal, for example “sex” and the variables that are nominal, that is variables that can be ranked according to categories such as “low, middle, high”. These variables will be referred to as qualitative variables or attributes. Variables that can be measured in a metrical scale will be referred to as quantitative variables or attributes.


In the subsequent discussion of disclosure control methods, a typology proposed by Tore Dalenius [Eurostat 1994] is used to group the various possible statistics. They can be classified according to:


their format, into microstatistics and macrostatistics;


their kind, into frequency and magnitudes;


the medium used for release, into reports and databases or other files.


In the literature, microstatistics are defined as sets of records about individual data subjects, which can be persons, households, companies, etc., in other words microstatistics consist of information at the respondent level. In spite of removing formal identifiers, such as name and address, of each respondent, disclosure can take place due to the uniqueness of data vectors. Special methods exist to provide the  confidentiality of microstatistics.


Macrostatistics on the other hand, are tabulations of individual data. Each cell is defined by the crossing of some attributes�, which are usually qualitative. If, for each cell, one counts or estimates the number of elements belonging to that cell, then the statistic will be referred to as a frequency count table. If a cell corresponds to an aggregation then the statistic is referred to as a magnitude. For both kinds of macrostatistics, there are two kinds of media for release: statistical reports and computer databases.


Confidentiality vs. Informativity


It must be stressed, that statistical confidentiality and informativity are opposing goals. In order to increase the confidentiality of the published data, information is lost, as it will be shown in the following sections. On the other hand, if maximum information dissemination is sought, confidentiality has to be decreased.


�
General Security Issues


In this section, we are going to present various disclosure control methods and describe some existent software systems that exploit them. In addition we will summarise various security issues and approaches that have been discussed within the project. Finally, we will also include some remarks on the security of the DDS with respect to user and access registration.


Evaluation criteria


A number of criteria exist under which a disclosure control method is evaluated. These criteria can be summarised as follows [Eurostat 1994].


Security. A method is characterised as secure if it prevents exact and/or partial disclosure. In most cases, protection against exact disclosure is difficult, though not impossible. The level of the method's security is analogous to the protection it provides.


Robustness. A method is said to be robust if the intruder, even when he gets his hands on additional information apart from the disseminated values, is incapable of identifying confidential information. The robustness, however, is hard to judge, since it depends on the amount and the quality of information the intruder has.


Flexibility. Flexibility depends on three factors: (a) whether the method under evaluation can be used in both frequency counts and magnitudes, (b)  if it can be used on both qualitative and quantitative variables and (c) whether it can handle more than one confidential value at the same time, since this is the case for most statistics.


Richness of information. Most of the methods described in what follows tend to alter the data gathered in a statistic. This modification of data should be kept at the lowest possible degree. Even when a modification is absolutely necessary, this modification should be made in such a way that the amount of original information in the statistic is kept high. Another aspect of this criterion is the consistency when more than one tabulation is extracted from the same statistic. The method against disclosure selected should be one that minimises the contradictions between the released tabulations, eliminating them if possible.


Cost. The final criterion introduced is the cost of the method. Three types of costs exist. The implementation cost, that is the effort both mental and computational to implement the method. The training cost, which is the cost for the user of the statistic to understand the disclosure control method and thus use the data more effectively, and finally the daily processing cost, that is the cost for the maintenance of the published statistic. Of these costs, the most important one is the implementation cost and will be as the basis of the cost evaluation of the methods discussed shortly.


Disclosure Control Methods for the release of macrostatistics


The methods presented in this paragraph are applied to statistics released in the form of macrostatistics. The next paragraph concerns disclosure control methods that are applied to statistics released in the form of microstatistics.


Cell suppression


Cell suppression [Eurostat 1994] is a widely used disclosure control method, applied for both kinds of macrostatistics. It consists of primary and complementary suppression.


Primary suppression can be characterised as withholding all confidential cells from publication, which means that their value is not shown in the table but replaced by a symbol such as x to indicate the suppression. To reach the desired protection for confidential cells, it is necessary to withhold additional non-confidential ones, which is called complementary suppression. The pattern of complementary suppressed cells has to be carefully chosen to provide the desired level of ambiguity for the confidential cells at the highest level of information contained in the released statistic. In general, it is not possible to create a cell suppression pattern that has a minimum of suppressed cells and a minimum of suppressed values and provides the desired level of ambiguity simultaneously. To find a good suppression pattern is extremely time consuming even for small tabulations and therefore expensive; to compute all possible patterns and pick out the best is, most of the time, not feasible. In most cases heuristic procedures are used in order to find a “good” suppression pattern, but not necessarily “the best”. Most of the time this is quite satisfactory.


An evaluation of the cell suppression method is possible. The level of security it provides is quite high, because exact disclosure is not possible. Its robustness, on the other hand, is low because if an intruder can get hold of additional information, it might enable him to disclose one or more cells of the table. Being suitable for both frequency counts and magnitudes the cell suppression method is highly flexible. Finally, the richness of information it provides is moderate, depending on the number of cells that are primarily and complementarily suppressed, while the implementation cost is high as the method is time consuming and computationally expensive.


Changing the classification scheme


The aim of this disclosure control method is to avoid confidential cases through changing the classification scheme [Eurostat 1994] when creating both kinds of macrostatistics: frequency counts and magnitudes. Two changing techniques exist:


the “Reduction of the size of the table” (also known as “Aggregating” or “Rolling-up”);


the “Re-coding of the characteristics”.


Reducing the size of a table means that instead of a table with n rows and m columns, a less detailed table with only n-1 rows and/or m-1 columns, is disseminated. The basic idea behind this is that the number of confidential cells decreases when less detailed information is released.


Re-coding the characteristics means that the way an attribute is grouped into categories is changed. The attribute is regrouped in such a way that the number of rows and columns is kept the same, but some categories are made broader while others are accordingly made more narrow. With this technique the detail of the table is not diminished, but the detail is changed in a way that, although not providing the user with exactly the breakdown of information he wished to get, allows the aim of avoiding confidential cells to be achieved.


The above mentioned cases can be combined. Instead of releasing a statistic with n rows and m columns, the statistic can be made smaller (reduction of table’s size) and if confidential cells still exist, re-coding can be used to eliminate them.


Again, if an evaluation of the method is sought, it can be argued that its security is high, since both techniques provide protection against exact and partial disclosure, as it aims to avoid confidential cases altogether. The robustness is moderate since in the existence of supplementary information an intruder might be able to disclose single respondents, although the volume of this information has to be substantial. The method can be characterised of a high flexibility, since it can be equally applied to frequency counts and magnitudes and, generally, most attributes can be aggregated or re-coded. The richness of information given to the user is moderate because the amount of eliminated non-confidential data is high since by aggregating and re-coding the data the desired breakdown of information is not kept and potential information is withheld. The method’s biggest advantage is its low implementation cost, since its semantics are very simple. A fact that has to be stressed out, is that this method is not an efficient disclosure control method for externally given tables but for tables that are created from the collected raw data.


Rounding


Rounding [Eurostat 1994] is used to protect small counts against disclosure. The basic idea behind this method is to round each count in a table, up or down either deterministically or probabilistically to the nearest multiple of an integer rounding base. For a better understanding of these, let b indicate the integer rounding base and h the largest integer that satisfies the equation:


N ( h*b


then N can be written as


N = h*b + r


where 0 ( r < b. This r is rounded up to b or down to 0. Then the value of N is the table is replaced with N’ where


N’ = h*b + r’


with r’ being equal to 0 or b.


Three techniques for rounding exist. In the first one that is called conventional rounding, all values of r under b/2 are rounded to 0 while all values over b/2 are rounded to b. The second variation is random rounding, in which case the frequencies are rounded down to 0 with a probability of p, and up to b with a probability of 1-p. The final variation is called controlled rounding, in which the requirement that the count must be rounded to the nearest multiple of the base b is relaxed, in order for other properties of the table under consideration to be satisfied (for example, the additivity).


An evaluation of the method is, again, in order. The security is moderate to high according to the particular technique used. In conventional rounding security is high, while in random and controlled rounding it is moderate. The method’s robustness is moderate, since if the data is published  not rounded somewhere else, disclosure is possible. The flexibility is also moderate since it can be used for both frequency counts and magnitudes but only on quantitative data. The richness of information provided is moderate, since rounding introduces different counts in the published statistic, thus decreasing the precision of the disseminated data. The implementation cost is low in the case of conventional and random rounding because of the simplicity of the rounding procedure. However, the cost increases when controlled rounding is used, as a number of issues have to be considered for the rounding decision.


Random perturbation


Random perturbation [Eurostat 1994] is a disclosure control method according to which a noise in form of a random variable e is added to the true value of a count X, which is then replaced by a new value X’:


X’ = X + e, with E(e)=0 and Var(e)=b2.


As it is obvious from the previous discussion, random perturbation can only handle quantitative data. The noise e is a random variable for which a distribution has to be chosen. In general, a fixed set of perturbation values e and their associated probabilities p(e) are set up in such a way that the noise to add has an expected value of:


E(e) = Σ[p(e)*e] = 0


and a known variance of Var(e) = b2. The larger the variance chosen, the better the protection against disclosure, but the higher the data distortion due to perturbation.


Applying evaluation criteria to the random perturbation method gives the following results. The security of the method is high, since adding a noise to the true values protects the confidential data against exact and estimated disclosure. The robustness is moderate, because, as in the previous methods, disclosure is possible through comparison with elsewhere published unperturbed data. The method’s flexibility is also moderate because although it can be used for both kinds of macrostatistics, it can only be used on quantitative data. The richness of information is moderate since although no non-confidential cells are eliminated, a change in the frequency counts results in loss of the overall information. Finally, the implementation cost is low, due to the computational simplicity of the method.


Disclosure control methods for the release of microstatistics


As was previously mentioned, microstatistics contain information about the individual respondents in a dataset. To each respondent, corresponds a data vector. This data vector usually consists of two types of attributes [Eurostat 1994]. The ones denoted as key attributes, which can also be split into formal and quasi identifiers, and sensitive attributes. Formal identifiers, are attributes such as the name or the address of a respondent and can be used for immediate recognition of a target individual, if known. Quasi identifiers, on the other hand, (attributes like sex, age, occupation) do not make identification straightforward. A substantial number of their values have to be known for an intruder to identify an individual.


The second type of variables are the sensitive ones, which are private to the individual and should by no means be disclosed. There is a fine line between key and sensitive variables. What in one dataset is regarded as sensitive, in an other it is not. Some attributes are clearly sensitive, such as the salary of an individual, or the criminal record. In other cases, it is up to the society under question to define which variables are sensitive, and thus that additional care against their disclosure should be taken.


Identification of a target individual occurs only if an intruder can create a one-to-one relationship between a data vector and a specific individual. For example, if the data vector contains formal identifiers, then identification can be instantly possible. Formal identifiers are excluded from the released microstatistics, therefore making identification possible only if the intruder has a priori knowledge of the quasi identifiers of the individual.


In microstatistics, disclosure is said to take place if identification occurs. In this case, the intruder is able to get hold of sensitive variables about the target individual. To have an efficient control method, obviously, means to disseminate the microstatistics in such a way that establishing a correct one-to-one relationship between a data vector and an individual is impossible, however voluminous the a priori knowledge of the intruder is. 


Two groups of disclosure control methods for the release of microstatistics exist. Disclosure control methods based on data reduction and disclosure control methods based on data modification.


Disclosure control by data reduction


By introducing data reduction techniques [Eurostat 1994], the aim is to reduce the overall information of the disseminated microstatistic. The techniques described below are, in most cases, used in combination with one another. However, for the desired level of disclosure control to be reached, after data reduction, techniques based on data modification are applied. These techniques will be introduced later.


Anonymisation


The basic idea of anonymisation is to remove from each data vector all the formal identifiers. After anonymisation, a respondent in the dataset can only be identified by the quasi identifiers of the data vector corresponding to him. If an intruder aims to achieve this identification, he must have substantial a priori knowledge of these quasi identifiers. But even then identification is not guaranteed, since more than one respondent may share the same values for these quasi identifiers (for example there are more than one males, mathematicians and living in Athens). Thus, identification is only possible if the knowledge of quasi identifiers the intruder has is unique in the statistic.


Sampling


Microstatistics can be based on one of two cases. Either on a census, which means that all individuals participate in the collection of data, or on a sample, meaning that only a fraction of the population is used for the collection. When a microstatistic stems from a sample, the identification risk is considerably lower, since uniqueness in the sample does not guarantee uniqueness in the population. In most cases, random selection between the individuals participating in the microstatistic is used, in order to reduce the identification risk even more.


Placing a restriction on the population size


This technique is often used in combination with sampling. The basic idea is to supply a minimum number of respondents that should under be no circumstances violated. For example, a microstatistic can be based on a sample of n individuals, with n being more than 100000. If this number of responses cannot be reached, the statistic is not released. In some cases, similar restrictions are imposed over the sub-populations in the statistic (for example at least 40000 have to participate).


Reduction in detail


Two variations of this technique are used. In the first one, called downscaling, a swap from a numerical to an ordinal scale occurs.  For example, suppose a statistic is concerned with the number of traffic violations. In this case instead of publishing the exact number of violations, a new attribute can be introduced, based on a qualitative interpretation of the number of times the individual has violated traffic laws, for example “many, enough, few, none”. In this way, information is lost, but the detail is diminished making identification more difficult. A swap from ordinal to numerical scale is also possible, but rarely used.


The second technique is called reducing the number of categories. For example, in a statistic concerned with the marital status of individuals, the possible values are single, married, widowed, divorced. These four categories can be reduced to just two, namely married and single.


Top coding and bottom coding


This technique is similar to the previous one. When facing statistics in a form of intervals, (for example the income of individuals) it is possible that a very small number of individuals appear in the top and bottom intervals, making identification possible. Top coding is used when the range of the higher interval is increased. Bottom coding when the range of the lower interval is decreased. In this way small counts are avoided, thus making identification harder.


Suppression


This method is used in the presence of extreme values in the microstatistic (for example, the existence of a nuclear scientist in a small fishing town). Two variations of this technique are more frequently used. In the first one, all extreme values are omitted and are replaced by a special flag, like “missing”. An intruder, might be aware that this is an extreme value, when seeing this flag, but can never be sure what this value is and in this way identify the target individual. In the second technique, the whole vector containing these extreme values is simply not published.


Disclosure control by data modification


This type of techniques [Eurostat 1994] aims not to reduce the overall information of the published microstatistic, as is the case in data reduction techniques, but to alter the data vectors in such a way that, although identification will be impossible, the structure of the microstatistic is retained as far as possible. However, these techniques are often used after some amount of data reduction has been carried out on the microstatistic under consideration.


Random perturbation


This technique has been previously introduced, in the context of disclosure control methods for the release of macrostatistics. The basic idea behind this method when used for the protection of microstatistics is not different. The only difference lies in the way the method is used, since, in the case of macrostatistics, the modified data are used in tabulations, while in microstatistics the modification takes place at the respondent level.


For the sake of completeness, this method will be introduced formally. The basic idea is to add a noise e to the values of all quantitative variables, in a way that from every variable X a new one X’ is created where:


X’ = X + e, with E(e)=0 and Var(e)=b2.


When the result is negative, which is unacceptable in most cases, X’ is set to zero. A distribution has to be selected for the random variable e.


An evaluation of the method is on order. The security of the method is moderate to high, since it can only apply to quantitative variables. If most of the variables of the published data vectors are qualitative, then the security is moderate. As the number of quantitative variables rises, so does the level security of the method. The robustness is moderate, since partial disclosure by comparison is possible, if the results of the microstatistic are published elsewhere. The flexibility is obviously low, since it can only be used for quantitative attributes. The richness of information is moderate, since, although no data elimination occurs, they are substantially modified. As was the case for random perturbation when applied to macrostatistics, the implementation cost is low.


Data swapping


This technique is highly complicated, based on data modification, and can also be found in the literature under the name of multidimensional transformation. In this method the data are regarded as a matrix. The basic idea in to map the original matrix of microstatistics M0 into a new matrix M1 that can be then released or used as the input in the creation of macrostatistics. The main consideration is for the transformed matrix to maintain the same set of statistics as the original one. This consideration is satisfied by data swapping. Two main implementations of data swapping exist: the first one is called step-by-step data swapping, and the second one data swapping using sub-matrixes. Due to the complexity of the method and the fact that it is still under development, no further information on the way it is implemented will be given at this point, but only a brief evaluation.


The security is high, since after data swapping has taken place, exact disclosure is impossible and partial is extremely difficult, because the intruder will have to know exactly the way in which the matrices are transformed, which involves the use of complex mathematics. The robustness is high, because even in the presence of a priori knowledge, the intruder will not be fully aware of where to look for that knowledge. The flexibility is moderate, since the method was designed for qualitative variables and behaves better if it is imposed over this kind of data, than it does for quantitative attributes. The big problem of this method stems from its low richness of information. When a matrix is transformed into a new one, only certain properties of the original matrix are guaranteed to stay intact. Other properties are lost, thus leading to a substantial decrease of information. Finally, the implementation cost of finding the equivalent matrix is very high, due to the computational complexity of the method.


Perturbation by compensation


The main idea of this technique is that after all the formal identifiers in a relation are removed, all unique vectors are also removed. More precisely, not the very vectors are removed, but the uniqueness of the combination of the categories of the qualitative variables in the data vector is avoided. Furthermore, perturbation by compensation modifies the data by applying certain empirical rules. This technique is highly complicated and still under development, and involves many steps towards realising the final goal. It will not be discussed further, however an evaluation is in order.


The theoretical model of the method states that after the use of the method the resulting microstatistics cannot be disclosed, thus making the security of this technique very high. The robustness is also high, since, even in the existence of a priori knowledge, the fact that there are no unique vectors makes identification impossible. The flexibility is moderate since it can only be applied to qualitative variables. The fact that the method is still under development makes it difficult to discuss its richness of information. However, the implementation cost is very high due to the complexity of the method.


Microaggregation


The last technique that will be introduced is called microaggregation, which prevents the original data to be disseminated at the respondent level, but permits small aggregated bulks of data to be published. The basic idea is to publish data on a group basis of k individuals, k being higher than a given threshold m, when these individuals share common properties. In this way for every group, a new fictitious individual is introduced, found in the literature under the term pivot. Special parameters of the whole procedure, are the criteria on which these pivots are created, that is, under which circumstances are the specific properties of individuals considered alike. A number of variations on the way this method is implemented exist.


Proceeding to the evaluation of the method, its security is high, since individual identification is impossible, if only bulks of data, and not singular data vectors, are published. The robustness is moderate, since if the intruder has special knowledge of the above mentioned criteria, he can make educated guesses about the individuals participating in a pivot. The flexibility ranges from moderate to high, depending on the implementation. The richness of information is high, since in most cases the bulks consist on a small number of respondents, thus not imposing substantial differences over the published statistic. Implementation of the method is straightforward thus making its computational cost quite low.


Disclosure control by restriction based techniques


These techniques protect against disclosure by restricting the statistical queries that could reveal to the user confidential information on single individuals presented in the SDB. A number of additional disclosure control methods are presented in [Castano 1994]. They are based on techniques that: restrict statistical queries by considering the size of the query set; control overlapping between successive query sets; maintain a user profile that keeps track of the query history (auditing); limit the number of attributes involved in the issued query; and take into account predefined undecomposable groups of SDB records.


Additional work on the field can be found in [Chong 1985, Palley 1987, McLeish 1988].


Software Systems


Disclosure control is not a new problem. Over the years, a number of special software packages have been developed in order to address the issue. In this chapter, a look will be given at this class of software. More specifically, two software packages aiming at disclosure control will be briefly presented. ARGUS [ARGUS 1997], developed at Statistics Netherlands and CONFID [Eurostat 1994] from Statistics Canada.


ARGUS


ARGUS [ARGUS 1997] was developed in Statistics Netherlands. Two versions of ARGUS are currently under development in the context of the Statistical Disclosure Control (SDC) project of the European Union: (-ARGUS, a package concerned with the disclosure control over microdata, and (-ARGUS the next step in the disclosure control process, designed for the protection of tabular data.


(-ARGUS is concerned with the protection of microdata against disclosure. It uses two techniques to address the issue: global recoding and local suppression. In the case of global recoding a number of categories are merged into one. Suppose that in a population only one instance of a specific value combination exists. Using global recoding, the category of one variable of the combination is merged with another value of the variable appearing in a population. For example, if in a survey under the attribute “occupation” only one statistician in Naxos exists, making identification possible, then the “occupation” value “statistician” is merged with another one appearing in the same population, for instance “mathematician”. In this way, the published data contain attributes given the value “Statistician OR Mathematician”. It is considered safe to publish this data. This recoding is not only published to the unsafe part of the data set, but to the whole set in order to obtain a uniform categorisation of the variable under question. When local suppression is used, the offending value is simply replaced by a “missing” value. In the example above, the “occupation” attribute is assigned a value of “missing”. Both of these techniques lead to a loss of information. A compromise between the use of them has to be found in order to minimise this loss.


(-ARGUS aims at the disclosure control of tabular data. It is still under development. Under certain rules, such as the dominance rule, sensitive cells are identified, and should thus be protected. A number of problems occur if not only the values of the cells are published, but the marginal totals are disseminated too. This means that a form of the simple primary suppression technique cannot be used because the suppressed values can be easily calculated from the marginal totals. Complementary suppression is in order, with all the problems that were introduced previously. Moreover, if several interconnected tables are published, disclosure control is even more difficult. (-ARGUS, will be addressing these issues once fully developed.


CONFID


CONFID [Eurostat 1994] is a set of modules that are used in combination with each other aiming at the creation of magnitude tabulations out of raw microdata. The two main modules are BUILD and SUPRS.


BUILD is responsible of transforming microdata into tabulations, calculating the statistical confidentiality of each cell and identifying those that are in need of primary suppression. SUPRS then tackles the task of finding which cells should be complementarily suppressed. CONFID uses a heuristic algorithm in order to find the complementary suppression pattern. This guarantees that a good suppression pattern will be selected, but not necessarily the best. A suppression pattern can be transferred from one table to another to ensure continuity and minimise the risk of disclosure due to comparison of tables. Substantial user interaction is introduced, in order for the user to supply the criteria under which sensitive cells are identified or to mark cells that should by no means be suppressed. 


The disadvantages of CONFID stem from the fact that it can only be used to handle magnitude tabulations and, moreover, only two- and three-way ones. Finally, it can only process positive integers, but in statistics this is usually the case.


Various security issues and approaches


In this section, we summarise various suggestions and approaches that were made with the ADDSIA group and refer to security aspects of the statistical information. These try to address the general data security problem rather that trying to focus on statistical security.


In [03.01.01F] (see Appendix C),,, some security requirements of Statistics Finland are summarised and some alternatives for data security are examined. In the Institute, confidentiality is highly respected and firewall technology is exploited to protect the data. The firewall, selectively accepts incoming connection attempts to the internal LAN according to their type. For ADDSIA, cryptography technology  is considered to overcome the inability of the firewall to reject requests according to their content. The emphasis of this report is on different system configurations, resulting in different security models. In the first one, which is the simplest, HTTP requests addressed in the HTTP port of the firewall are transmitted to the ADDSIA server. In the second alternative, an HTTP server is set up outside the firewall. ADDSIA requests are addressed to the HTTP server, and then transmitted to the data server, expressed in a special protocol, via a special port of the firewall. The server port may change at given intervals to provide additional security. The firewall masks the IP address of the data server. The third alternative, is the most complex and expensive. It sets up the HTTP server behind a second firewall. HTTP requests arrive at the HTTP server via the first firewall. In case of ADDSIA related requests, they are transmitted to the data server in a special protocol, via a special port of the second firewall. In this report, statistical confidentiality issues are not addressed as far as specific mathematical methodologies are concerned. Later on, Statistics Finland stated that inbound HTTP will be allowed to their ADDSIA server from selected addresses to begin with.


In [01.02.03E] (see Appendix B), a non-statistical security task is basically assigned to SIM. It is assumed to be concerned only with physical access and keeping track of queries. In this case, various questions arise, referring mainly to the extent of the security carried out by SIM and to the extent of security ensured within an ADDSIA DDS.


Firewall technology and encryption methodologies are exploited in the paper of [A03.01.01E] (see Appendix E). Firewalls are set up in various places of the DDS, starting before the HTTP server of the Domain LAN. The SIM, which accesses the data, is placed behind a firewall, and firewalls protect the LSDB and the Site LAN. Similarly, the Domain LAN is placed behind a firewall and the GSDB is protected by another firewall. The area between the Global Site and a Local Site is considered as “Danger Area” and is protected by two firewalls. The message traverses the Danger Area after being encrypted and verification is carried out by the LCM side. A special protocol is used for the transmission. GSM maintains a log of user requests to guard against disclosure. SIM checks the metadata for valid requests and rejects any that do not match the data. The inner part of SIM which is placed after a firewall accesses the data.


In [03.01.02E] (see Appendix D), non-statistical security is summarised as the ability of Local Sites to provide information to specific individuals or the Domain Server’s obligation to impose this and to ensure that data cannot be stolen and supplied to people who are not entitled to do so. However, the emphasis is on the worry about statistical security, i.e., the disclosure problem. The first question that arises is whether confidential information is allowed to be transferred from Local Sites to the Domain Server. In this case, the Domain Site needs to have knowledge about the various confidentiality policies of the Local Sites, which may be different from site to site. In the latter case, which policy should be followed? The proposed answer to this is that no confidentiality responsibility is taken in the Global Site. Then, the possibility of examining a sequence of queries to locate “dangerous” users is examined. This seems both infeasible – or at least very difficult – and undesirable from the system’s functionality point of view. Finally two alternatives are suggested: the first assumes that users are trustworthy. The second, which is the most reasonable, is that microdata is modified (“fuzzified”). In this case, we encounter the well-known problem of informativity loss. Consequently, no final suggestion is made.


In [01.02.02E] (see Appendix A), a possible scenario is examined. When a site subscribes its Native RDBMS to a domain, apart from the installation of the appropriate ADDSIA modules, the Local Metadatabase, the Local Statistical Functions store and the Local Statistical Database are created. Then, the Local Statistical Database can be queried to provide statistical information according to the statistical functions. In addition, a query may concern microdata. In this case, a simple –not statistical- SQL query is addressed to the SIM together with the target statistical functions and the SIM is responsible for producing and return secure microdata to be processed by the rest local modules. This scenario does not absolutely coincide, though, with the ones that are currently considered.


Users and access registration


The secure interfacing with the Native Data as well as the security of the whole DDS is related to the access rights of the various users. User registration and categorisation are carried out by the Access Registration Module. Specific rights and privileges are to be assigned to users or group of users. It is also envisaged that some form of registration may be needed even for the ordinary ADDSIA user. This is the least powerful non-trusted ADDSIA user. At the same time, some more privileged users exist. One of these is the Domain Administrator, who is responsible to subscribe supplier datasets to the Domain under his/her responsibility. Another administrative user is the ADDSIA Local Site administrator. This one is responsible for downloading and installing the various ADDSIA supplier modules, validating and updating the users’ rights in his/her site and supplying the values of the parameters needed by the software. The latter tasks may be subsidised by another privileged user who is the dataset administrator, who is also responsible for whether some non-administrative users, such as the Local Site customers or the employees, will be assigned less confidentiality (more informativity) on the supplied data. In general, SIM should be able to recognise the above distinction and act accordingly. The required information will be stored in the Local Metadata Database. SIM should interrogate this before starting its action.


�
The Secure Interface Module


The Secure Interface Module (SIM) is responsible for the secure interactions with the native data of the various statistical institutes. The module is mainly concerned with the physical access to these data. It communicates with a range of relational databases and should run on several hardware/operating system platforms. In addition, unauthorised access to these data should be prevented and, mostly, disclosure of confidential information should be avoided.





Although initially SIM was supposed to access native microdata only, it should be able to access and process both native micro and macrodata. The reason is that, for security and availability reasons, some statistical institutes may desire to provide their native data in an aggregated form. However, SIM is heavily dependent on the assumption that the data are stored in relational form and that it interfaces with RDBMSs.





Statistical Institutes, store and maintain statistical data in various forms. Stored statistical information may be either micro or macro structured, according to the type of the experiment done. Survey data are microdata and time series are macrodata. Other datasets contain census data or regional databases. Statistical data may be population statistics, social statistics, economic statistics, expenses statistics, etc. Datasets may be stored in files using various tools and may have different formats. Metadata are crucial for the processing and classification of the actual statistical data. Despite the variety of the storage media and forms, ADDSIA assumes that, somehow, the data may be supplied to a RDBMS. In order to retrieve the native data, SIM interacts with the RDBMS only.


The computing equipment of the NSIs may have a public and a private port and may be protected by a firewall. ADDSIA may interact with the public port only – for instance this is suggested by ONS. Alternatively, it may be allowed to partly work within the institute’s firewall. Firewalls are to be used within the ADDSIA DDS. As mentioned in the previous section, various suggestions have been made. As far as a SIM is concerned, what we consider important is the local modules to be placed behind a firewall, or at least SIM, which accesses the microdata.
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Figure 5.1: Firewalls used for communication and data protection


SIM accesses the native data and enforces security and confidentiality. As presented in the previous section, there is a variety of methodologies against disclosure. Before committing to any decisions, we have to examine the specific characteristics of the ADDSIA DDS and its functionality.


As an ADDSIA DDS is accessible through the Internet, the number of external users may be considerably higher than the ordinary number of statistical institute customers. Consequently, adopting a query based technique will be very expensive. It is space consuming to keep a log of queries of the users, even per session. In addition, due to the large number of potential simultaneous users, the execution of query detection algorithms will delay the response time of the system. What is more is that full security is never ensured. A solution could be to restrict the number of queries a user can issue to the system. Another alternative could be to disallow the number of simultaneous users to exceed an upper limit. However, both approaches are quite restrictive. An ad-hoc methodology could focus on the attributes (variables) used in the queries; the more queries with the same attributes are issued, the more dangerous the user is.


In the approach that we are going to present SIM accesses physically the micro and macrodata and retrieves them according to the descriptions existing in the Provider Metadatabase. Macrodata are assumed to be supplied safe from the statistical institutes. Microdata should be processed before supplying them to the PSM module, in order to make them secure. Assuming that the native data do not change often, once the native microdata are retrieved they can be processed to be made safe and then they can be stored. Afterwards, all aggregate information that is required by the PSM is retrieved by this safe microdata store. Once the safe microdata store is created, the access of the native microdata is no longer required and the link may be disconnected.


If the supplied microdata is voluminous, we can choose not to store the safe microdata, but just to supply the required data to the PSM module. Creating a single safe microdata file out of a native dataset is considered useful for confidentiality reasons. Creating all the table and the statistical information from the same microdata file, distortion of information is uniformly distributed to all the macrodata. Consequently, derivation because of incompatibilities within the same data between different tables is impossible.


SIM may access each native dataset separately, independently from other provider datasets. According to the characteristics of the datasets of the various statistical institutes, SIM may have a software component executing per site to control the SIM dataset component.


In the following, the SIM DFDs are presented.
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Figure 5.2: The general architecture


The Secure Interface Module may accept a dataset query from the Provider Statistical Module (PSM) in order to process a newly subscribed dataset. In case of microdata, the Safe Micro store is created from microdata of the Native RDBMS and then the appropriate metadata are updated by a micro update query. For micro data and macro data queries originating from the PSM module, the appropriate data are retrieved from the Safe Micro store and Native RDBMS respectively. In all cases, in order to access the Native RDBMS, the Provider Metadata Module (PMM) is queried to supply the appropriate meta-information on the native data and the access method. For both micro/macro query and dataset query an authorisation query is issued to the PMM module for the authorisation validation.


�


Figure 5.3: Safe Microdata Creator is invoked upon ADDSIA installation to a local site. Its purpose is to create a secure microdata store from where all statistical information can be produced in a secure way.


The Secure Interface Module assumes that, for security reasons, no micro information is accessed from the Native RDBMS once ADDSIA installation finishes at the Local Site. Consequently, the Safe Micro store is created by the Safe Microdata Creator, which accepts the dataset query and asks for authorisation validation. The Native microdata are accessed by a Native microdata query, using meta-information questioned by a micro dataset meta query. Once the Safe Micro store is created, a micro update query demands the required updates to the metadata of these microdata. For the creation of the Safe Micro store, the Dataset Administrator should supply some parameters required by the disclosure control algorithms.


In the case of a microdata query (or macrodata query) issued by the PSM module, after authorisation validation, the safe microdata (or Native macrodata) are queried using the appropriate micro dataset meta-information (or macro dataset meta-information).
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Figure 5.4: The Safe Microdata Creator


The Safe Microdata Creator which is invoked upon Native micro dataset subscription, works as follows. The dataset query is entered by the Query Validator for authorisation validation. The validated query, together with the disclosure control algorithm parameters are issued to the Safety Detector. The latter issues a Native data query to the Micro Interface Module so as to access the native microdata according to the relevant metadata. The appropriate microdata are sent back to the Safety Detector for security validation according to the parameters and the unsafe microdata are sent to the Microdata Recoder for recoding. After recoding, the safe microdata are stored to the Safe microdata DB and the performed changes are published by a micro update query. In case the disclosure risk has not been eliminated, the unsafe microdata are supplied to the Microdata Suppressor for value suppression. The Safe microdata DB is updated by the safe microdata and the performed changes are published, again, by a micro update query.
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Figure 5.5: The Secure Interface


The Secure Interface accepts either a microdata query or a macrodata query. In both cases, authorisation validation is required. In the case of a microdata query, the appropriate microdata are supplied by the Safe Microdata Interface which accesses the Safe Microdata store using microdata meta-information. In the case of a macrodata queryΈ the data flow is similar apart from the fact that the Macro Interface Module interfaces with the Native RDBMS directly.


The above assume that macrodata supplied by statistical institutes are safe, so no disclosure control over native macro statistics is required. In case macrodata supplied by statistical institutes are not secure, another module of disclosure control should be incorporated within the module that creates the Provider Statistical Database (Figure 5.6). More precisely, after the creation of the local ADDSIA tables, post processing should take place in order to ensure the non-disclosure of confidential information. As stated in the previous sections, a variety of methods exist, e.g. cell suppression, that carry out that task.
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Figure 5.6: Disclosure control occurring at points (1) and (2).


However, we cannot recommend the development or usage of such a module for two reasons. Firstly, such a development would be cumbersome and may divert the target of ADDSIA. Secondly, usage of such a module – even by adopting already developed software – may not be necessary because statistical institutes are in any case responsible for the confidentiality of their tabular data. Consequently, such macrodata should be already made safe before dissemination and publication.


Another alternative that has been examined is to place the secure interface module in the Domain Site, assuming that local security is assured by the statistical institutes (Figure 5.7). This introduces a third level of disclosure control (Figure 5.8).
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Figure 5.7: Local security assured by the statistical institutes
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Figure 5.8: Three levels of disclosure control


In this case, the secure interface module has a solid view of the distributed information which is important as the same object may have been stored in different databases. Consequently, security is controlled over the statistical information that derives from a variety of sources. This information is expressed in a unified manner which is one of the goals of ADDSIA. This possibility has been found interesting, but, as it requires a lot of prior research and the results of SIM are urgently needed, it will be considered if time allows. In addition, the statistical institutes prefer that the security is carried out locally and more controllably at their sites.


Finally, there is a fourth level of disclosure control that can be envisaged within the ADDSIA framework. This is related to the inter-domain confidentiality (Figure 5.9). Information for the same object can be stored in different databases. Each of these databases may be subscribed, in the same, or even different domains. In the latter case, disclosure avoidance between different domains should be made. This approach though, apart from being difficult to support, requires that some central ADDSIA server exists that manages all the domains. Such a server is not foreseen within the structure of ADDSIA. Alternatively, disclosure control may be carried out at the user’s client – perhaps exploiting the applet technology.
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Figure 5.9: Disclosure control at the end-user level


However, disclosure control requires non-trivial software and processing and no such heavy task is envisaged to be carried out in the ADDSIA user client. In addition, in all the above levels of disclosure control, data calculated in a server (either local or domain) are released only when safe. By performing the inter-domain disclosure control at the user’s site, data may arrive unsafe in the user client, and, even if encrypted, may be disclosed.


�
Implementation choices


The objective of the ADDSIA project is to use distributed database techniques and World Wide Web technology in order to facilitate uniform access to statistical databases, thus enabling the end-user to acquire better and more contemporary knowledge of statistical data concerning the European Union. A specific segment of the software to be disseminated for this purpose, is the development of a Secure Interface Module (SIM). This module is responsible for providing uniform access to the databases in a secure fashion. Secure, denoting the module’s ability to handle all transactions between the external world and the statistical microdata, in such away that unauthorised access and statistical inference are avoided.


The “key” words in the preceding discussion are uniform and secure. In order to tackle the problem uniformly, the adoption of a computer and database independent implementation is in order. Moreover, this implementation has to be secure, that is it must prohibit unauthorised users to access the data, as well as avoid disclosure of sensitive data to malicious users. The Java language is the appropriate choice for this implementation. Reasons for this will be given shortly.


Database access so far


So far, database access through the network (in most cases, some Web browser using the HTTP protocol) was achieved by using Common Gateway Interface (CGI) software. However, CGI software had major drawbacks, summarised in the following:


CGI scripts must be coded, built, and tested for each platform.


CGI server scripts are frequently written in PERL, a language that is hard to understand, implement, and maintain. 


Data access with “sessionless” HTTP, results in poor performance and limited scalability.


The next step in the database connectivity issue was made with the introduction of Microsoft’s ODBC (Open DataBase Connectivity). Although the ODBC market is well established, problems exist. The most important problem, is that ODBC requires an amount of work to be carried out on the client side, as well as on the server side, in order to be fully functional. Moreover, ODBC uses a C interface, resulting in great lacking of the portability of applications (for example, an application developed in a UNIX workstation will most likely not work on a Windows platform).


Java and the JDBC solution


Java [Flanagan 96] is an object-oriented programming language, developed by Sun Microsystems, that uses a C and C++-like syntax, thus making its learning simple. It is also Web oriented, making the whole Java application development cycle take place within a Web browser. However, stand-alone applications are developed with the same ease as with any other programming language. The main attraction of Java is the fact that Java applications are completely portable. This is summarised in Sun’s advertising campaign: “Write once, run anywhere”. And this is definitely the case. The Java compiler, rather than producing machine-specific instructions, produces machine-independent bytecode. The Java runtime environment, known as the Java Virtual Machine, tackles the task of translating this bytecode into machine specific instructions. This machine independence of Java, makes it ideal to tackle problems such as uniform database access through the World Wide Web.


Distributed systems’ developers are now coming in grips with the reality of using a Web browser as the front-end of accessing database systems. Java provides a basic collection of classes, called the Java DataBase Connectivity (JDBC), through which uniform access to relational databases is guaranteed. It is not important which type of database is to be accessed, whether its Oracle, Sybase or Access, or the operating system on which the database and the access software is executed. The methods used by Java are the same. For example, in the University of Athens an experiment was carried out. A Java application was written to add new entries to a table, to different types if databases: an Oracle database, running on a UNIX environment, and an Access database, being executed on a PC workstation with a Windows95 operating system. The table defined in both databases had, of course, the same schema. The application was developed in the UNIX workstation. After being executed successfully on the UNIX environment, only the vendor-neutral bytecode was transferred to the PC workstation to be tested. It also succeeded on the intended goal, thus demonstrating Java and JDBC’s portability.


The general schema of the proposed Java and JDBC way of accessing databases is the following:
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Figure 6.1: Standalone Java application access to a database [JDBC 1997]
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Figure 6.2: Database access by using Java and JDBC through the World Wide Web [Yourdon 1996]


Flexible user interfaces


The last issue in favour of Java is its way of providing highly flexible and friendly user interfaces. In the user interface section the HTML language is limited. It provides simple gadgets such as entry boxes and buttons. However, additional functionality is demanded. Java provides this functionality, as it supports several Application Programming Interfaces (APIs), engaged only in this task, that is to provide more features for better interfaces.


Java applets give the opportunity to develop much more sophisticated user interfaces. It is not an exaggeration to say that they will give Internet applications the same degree of functionality and sophistication found at this time only on desktop applications. Where the ADDSIA project is concerned, special Java applets can be written in order for a new user to be added to those authorised to access statistical data. Access verification can be made in a similar way. The results of queries sent to a database can be presented through a Java applet in a uniform way.





�
Summary


In the report, we presented the work done within Task 3.1 "Specification of Secure Interface Module" of the ADDSIA project. The Secure Interface Module (SIM) is responsible for the physical access of the native data of NSIs and the disclosure avoidance. Towards the specification of SIM, we focused on general security issues of statistical databases.


At first step, bibliography study and background work on the field have been carried out. The disclosure control problem on statistical databases is a well known and difficult one and much research has been done resulting to methodologies, specialised algorithms and software tools.


Secondly, we considered some users' and access registration issues. It is safer that all users of an ADDSIA DDS need to be registered with the DDS. Users can be classified into the following categories:


Domain Administrator


Local Site Administrator


Dataset Administrator


Local Site Customer


Local Site Employee


External User


Then, the SIM has been specified under some vital assumptions:


SIM accesses physically the NSIs' native data.


SIM interfaces with a range of RDBMSs.


SIM runs on several hardware/OS platforms.


Unauthorised access is prevented and disclosure is avoided.


Security regulations of some NSIs only permit the release of macrodata. Consequently,


SIM processes both micro and macro data.


SIM should be a generic software module:


SIM interacts to RDBMSs where native data are either stored or exported.


These data are retrieved according to the descriptions stored as metadata information and provided by the ADDSIA Provider Metadata Module (PMM).


Macrodata are assumed to be supplied disclosure safe from the statistical institutes, otherwise additional disclosure control is required (see p.30).


Disclosure control locations have been examined (see p.30-p.33) and the one which seems both most preferable and reasonable was considered to be the one that is in the local site, close to the native data.


Disclosure control, if required, is to be performed once micro data are accessed, when ADDSIA local modules are installed on a site and before any summary information is extracted from these data.


The safe microdata are stored and the appropriate changes are issued to the PMM to update its database accordingly.


After ADDSIA installation is completed on a local site, the link to the native microdata is disconnected and all micro information is retrieved from the safe microdata store.


Macrodata queries are answered by SIM by accessing the native RDBMS.


All queries are processed after authorisation validation.


In order to accomplish the implementation task of SIM


Java/JDBC have been chosen as the implementation tool of SIM


One of the basic characteristics of the project is that the NSIs provide their data in some RDBMS not simply in a tabular format. This enables the creation of a generic interface to those datasets. The data are retrieved the data through SQL commands which are formed guided by metadata information. This assumption is very crucial because it allows for a generic, concise and uniform tool to be built which interfaces with whichever RDBMs is used by the NSI’s dataset. This idea can be implemented by the Java/JDBC technology which is already in a mature state. As far as statistical packages are concerned, SAS fulfils the above hypothesis as SQL commands can be issued to SAS datasets. In addition, JDBC drivers exist for SAS. We are currently investigating whether translators from SPSS to RDBMSs exist -may be SPSS to SAS- through an export facility of SPSS.


�
Conclusion


This report describes the work done within Task 3.1 of the ADDSIA project. This concerns the investigation of general security issues on statistical databases, specific Web security and the specification of the Secure Interface Module. Various issues referring to the security of statistical databases are discussed. A number of methodologies for disclosure control are reviewed. The specification of the Secure Interface Module is presented taking into account the specific characteristics of the ADDSIA DDS. In addition, various alternatives for the location of disclosure control within an ADDSIA DDS are proposed. Finally the implementation choices for the Secure Interface Module are discussed and justified.
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� In what follows, the terms statistical inference and disclosure problem will be used in an interchangeable fashion.


� Attribute is often found in the literature as variable. This practice will also be used in this document.








