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Summary of Deliverable


The main issues under consideration when facing network and distributed computing stem from the interconnection of various elements residing in different sites over a local or wide area network (LAN or WAN). Ways of making possible the communication between different processes being executed on different computers have to be developed, a practice that is widely known under the term interprocess communication (IPC). These communication mechanisms are nothing more than abstractions, mainly software, enabling processes to communicate data [Kannan, 1991]. 


As the IDARESA project (ESPRIT no. 20478) has members of the University of Ulster team in common with ADDSIA (Sally McClean and David Bell) and also partners in common with ADDSIA (University of Ulster, University of Edinburgh and Desan Marktonderzoek -Amsterdam), we expect to use design principles and software modules in common where possible. This is particularly relevant to communications where both projects require the management of distributed statistical data with communications via the Internet. Section 1 therefore highlights the IDARESA communications decisions with a view to using a similar approach in ADDSIA where possible, assuming that such a solution is acceptable to the ADDSIA consortium as a whole.


Section 2 provides information on the most common IPC mechanisms as well as addressing issues especially concerning the ADDSIA project, namely network database connectivity.


Section 3 discusses communication issues which are specific to the World Wide Web. HTTP protocol and other languages are considered, together with Java Database Connection (JDBC), Remote Method Invocation (RMI), and the Oracle Web-browser.


Section 4 discusses existing data models and communications appropriate to facilitating the operation of statistical database management systems in a heterogeneous distributed environment.  The structure of a micro/macro data (MIMAD) model and relations is presented and examined with a particular view to enhancing the capability for combining summary attributes from existing independent databases. The importance of additive summary attributes in answering queries requiring the provision of global summary attribute values is considered. The overall communications and component communications are described for a Distributed Statistical Database Management System (DS-DBMS) in which the statistical processing is shared between a Global Statistical Module (GSM) and Local Statistical Modules (LSMs). The principal aim of this organisation is to allow local sites to send macro data to the global site whenever possible, thus reducing the amount of data movement and thereby enhancing performance. A prototype implementation of such a DS-DBMS developed at the University of Ulster is described.


An overall architecture which has the support of the ADDSIA partners as a whole has been widely discussed and agreed upon during the first six months of the project. The relationship between the prototype architecture discussed in Section 5 and this agreed overall architecture is presented in Section 6. 


The Deliverable concludes with a report on the functionality of the CASE tools being considered for the development of the communications modules specification. 
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 Introduction


Task 2.1: Specification of Communications Modules


Partner Responsible for Deliverable 2.1: 		UU


Other Contributing Partners: 			UOA


Resources: 	5 person months


Timescale:	 months 1 - 6


Milestone I


Methodology:


Document functionality of existing modules (UU)


Report on Web-specific communications and access issues (UU)


Report on general communication and access issues (UOA)


CASE based design of Communications module (UU)


Deliverables:


D2.1 Specification of Communications Modules


Dependencies:


none


Goal of Work Package 2: 


Design and implementation of the software and protocols for communication between domain servers (global sites) and dataset servers (local sites)


Commentary:


There are two communications modules which form the core of the data exchange mechanism of the system.  The functionality of the modules is much the same as in earlier distributed statistical databases.  However, the methodology for delivering this functionality must be reconsidered and designed to work in a Web-based environment.  In particular, it will depend on the decisions concerning implementation languages.


There are two communications modules: the Global Communication Module (GCM) resides in the domain server, and the Local Communication Module (LCM) at each dataset site. The modules are dependent only on the underlying operating system (Windows, Unix etc.) and form the sole path by which data can be communicated between local and global sites.  The protocol for communicating with other modules must be established.


Communications Strategy


The IDARESA project (ESPRIT no. 20478) has members of the University of Ulster team in common with ADDSIA (Sally McClean and David Bell) and also partners in common with ADDSIA, namely the University of Edinburgh and Desan Marktonderzoek - Amsterdam. As a general strategy, we therefore expect to use design principles and software modules in common where possible. This is particularly relevant to communications where both projects require the management of distributed statistical data with communications via the Internet.


In this section we will therefore highlight the IDARESA communications decisions with a view to using a similar approach in ADDSIA where possible, assuming, of course, that such a solution is acceptable to the ADDSIA consortium as a whole. The IDARESA communications protocols are described in detail in IDARESA Deliverable 4.2 [McClean et al., 1997].


Since the Internet has come to have a very important role in Information Technology, a number of software tools have been developed for the implementation of client/server applications. The UU IDARESA team has compared two popular tools which have been developed in this area: CORBA (Common Object Request Broker Architecture) and RMI (Remote Method Invocation). Their features are listed below.





CORBA 


Long lived applications�Plenty of time to learn�Interaction with CORBA services�Unusual platforms�Efficiency important�Heterogeneous programming languages�
RMI 


Fast prototyping �Very limited time allowed�Single programming language (Java)�Portability�
�
There are also other tools for integration of distributed systems such as Microsoft DCOM (Distributed Component Object Model). However, DCOM is thought not to be as popular as the two tools mentioned above.


For IDARESA purposes it has been decided that, although CORBA has extensive functionality for distributed applications, it is too broadly based and consequently too expensive for the current purposes. The core recommendations of the IDARESA consortium concerning communications are therefore as follows:


Java will be the programming language for the implementation of IDARESA  


RMI will be the mechanism for implementing the client/server architecture of IDARESA. 


This decision has been based on a TestCase which was proposed and demonstrated to verify that IDARESA can be implemented by using Java, RMI [Java, 1997a], Object Serialisation [Java, 1997b] and JDBC [Java, 1996]. The TestCase has now been seen to show that the general functionality required by IDARESA can be implemented using Java, RMI, Object Serialisation and JDBC where IDARESA will be implemented in the Java language. RMI (Remote Method Invocation) will be employed to implement the client/server architecture of IDARESA and Object Serialisation will be the technology used to transfer objects across the Internet. With respect to the fact that these technologies, especially RMI and Object Serialisation, are relatively new, the TestCase has been used to verify that the specific requirements of IDARESA can be met by using such a solution. To this end we have built up a small prototype. The platform consisted of JDK 1.1.1, JDBC-ODBC-Bridge, JDBC, ODBC Driver for MS Access, MS Access and MS Windows 95. The following functionality, which was deemed to be essential for IDARESA has been shown to be achievable by the TestCase:


Transferring of metadata objects from clients to remote servers;


Storing the objects persistently in a database;


Restoring the objects under request;


Sending the requested metadata objects back to clients;


The capability of clients to access the (remote) databases via servers. Requests to access the databases are sent to servers, which in turn access the databases by means of JDBC API. Query results for microdata/macrodata are then returned to the clients.


Such an approach is also likely to be partly or wholly appropriate for ADDSIA and our recommendation is therefore that, whenever possible, similar decisions regarding communications are adopted by the ADDSIA consortium. Such a strategy is likely to lead to more cost-effective solutions since we will avoid the duplication of work and resources between the two projects.


�
General Communication and Access Issues


Introduction


The main issues under consideration when facing network and distributed computing stem from the interconnection of various elements residing in different sites over a local or wide area network (LAN or WAN). Ways of making possible the communication between different processes being executed on different computers have to be developed, a practice that is widely known under the term interprocess communication (IPC). These communication mechanisms are merely nothing more than abstractions, mainly software, enabling processes to communicate data [Kannan 1991]. The purpose of this section is to provide information on the most common IPC mechanisms as well as to address issues especially concerning the ADDSIA project, namely network database connectivity.


Layered Protocols


Communication in distributed systems is based on message passing. When a process A wants to communicate with a process B it has to create a message and execute a system call, thus passing control over to the operating system (OS). The OS then takes on the task of sending the message through the network to the computer which process B is executed on. The operating system of the remote computer takes on the task of passing the message to process B. But, for this kind of communication to be effective, both processes have to agree on the content of the message. That is, process B should anticipate this kind of message from process A. For this to be the case, a number of rules have to be developed in order to determinate the form, content and point of the messages communicated over the network. This set of rules is called a protocol, which is nothing more than an agreement on how communication is achieved. Moreover, for all the different information that have to be included in a message packet, other than the message itself (for example the process ID, the computer ID, the port on which a particular process is listening, the kind of message), a new communication protocol is needed. This leads to what is known as a protocol stack, creating the architecture of layered protocols. The best known example of this architecture is the Open SystemsÕ Interconnection (OSI) model, which is constituted by seven discrete protocols [Day, 1983].


The physical layer is concerned with the transmission of electrical signals, corresponding to the bit values 0 or 1. The physical layerÕs protocol, is concerned with the standardisation of the electrical and mechanical communication mechanisms as well as the signalling mechanism, thus making sure that when a 0 is sent through the network, this is the way it is received by a remote computer. When data is transferred over any real network, it is imperative that errors occur. A mechanism for the detection and correction of these errors has to be developed. This is the responsibility of the data link layer, which groups a number of bits into a new unit that is called frame. The senderÕs data link layer assigns a special bit stream in every frame and calculates the checksum, sending it as a part of the frame. The receiver then recalculates the checksum for every frame. If the two values are different an error has occurred, and thus retransmission is in order. The third layer in the OSI model is the network layer and is concerned with the routing of the frames i.e. selecting the most reliable way through the network for a frame to reach its destination. ÒReliableÓ, in this case, is translated into less error prone and more stable. The next two layers can be seen through the same principles. The transport layer has the responsibility of guaranteeing that a whole message, made up from a number of packets, will be delivered in the correct order and without errors to the receiver. The session layer is a high-level edition of the transport layer. It provides additional capabilities concerning communication (or ÒdialogueÓ) control and synchronisation between the two parts. The last two layers are the high level ones. The presentation layer is concerned with the meaning of the bit streams, organising them into structures recognisable by different applications (for example reconstructing a database record). The last layer is known as the application layer and provides the means of communication between the user and the computer.


The Client-Server model


The OSI model provides a consistent framework for network communication. However, a communication method making full use of the OSI model can have problems. The main problem is the serious overhead introduced by the various layers a message has to go through in order to achieve communication. When this communication is spread over a WAN, this overhead is not so serious, as the performance is already reduced. But if a LAN is used, every message has to pass through half a dozen layers, each adding a padding of a number of bits on the senderÕs side, a padding that must then be stripped off the message when it arrives on the receiverÕs side. Clearly a way has to be introduced to minimise this overhead. A solution to this problem can be the minimisation of the number of layers a message has to pass through, without violating the general principles of the OSI model. The Client-Server model is an approach respecting the above mentioned parameters.


In the Client-Server model, the co-operating processes are divided into a group providing services, called servers, and a number of processes requesting services, called clients. Moreover any machine can be characterised as a client or a server as it executes the same micro-kernel code which supports both the client and the server software as a user process. On one machine there can be executed only one process, or multiple servers, or multiple clients or a set of both kinds of processes. The Client-Server model is based on a simple Request/Reply connectionless protocol [Tanenbaum 1992].
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Figure 3.1: The Client-Server model and its correspondence to the OSI model


The basic advantage of this kind of model is its simplicity. The clients send requests and receive replies. No connection has to be established and the request acknowledgement is identical to the reply. Simplicity is the source of another advantage: performance. As seen in the previous figure, the protocol stack is substantially smaller, and thus more efficient. Because of this simplicity, the communication services provided by the kernel, are confined in two system calls: one for the request and one for the reply.


Remote Procedure Calls


The Client-Server model has one main disadvantage: the idea on which it is based is built upon the Input/Output system. Being based on the I/O principles the user actually has knowledge on how the system works, something undesirable for distributed systems. This disadvantage can be overcome with the introduction of Remote Procedure Calls (RPCs) [Birrell 1984]. In a nutshell, the RPC model stems from the principle of one program being able to execute procedures running on remote machines. In this way, information can be exchanged between the calling procedure and the addressed one in the form of parameters or as the results of the remote procedure. If that is the case, the programmer, and hence the user, does not suspect the message passing mechanism working underneath, although this is based on simple I/O procedures.


No matter how attractive this mechanism is, there are a number of problems. Since the caller and the addressed procedure are executed on different machines, they use a different address space, especially when memory specific structures (such as pointers) are used for the parameters and the results of the communication. Moreover, problems can stem from the fact that one or both machines might, for some reason, malfunction. However, these problems can be overcome, and RPCs are the most advanced and widely used method for interprocess communication.


Database Connectivity


With the rapid spread of the Internet, it has become a necessity for applications to access data stored in a database through network applications. For this to be the case, the database, in the most general case a relational database, has to be built in such a way that it is in a position to accept, process and supply information through a TCP connection. Certain privileges have to be created for remote users, in order to protect the database from unregistered access. Moreover, the database must be in a position, either by itself or with outside help from some other application, to protect its data from devious actions.


In general, database access through the network can be achieved using the following scheme:
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Figure 3.2: Database access through a network


The processing software (PS) is the program called directly from a remote client. The PS reads the input passed to it from standard input or gets information from environment variables set by the client. The method of data passing is determined by the particular software. Once the data (in this case an SQL statement, or pieces of one) is read, the PS uses the interface software to prepare the SQL for submission to the access software. The PS also uses the interface software to process the results passed back by the database.  The interface software (IS) is the database-specific interface necessary to translate queries into a format recognised by the type of database being used. The IS also contains any data structures, variables, and function calls needed to communicate with the database. The access software (AS) is usually software that is distributed with the database. The AS allows access to the database through a programming API, command-line interface, etc. Formatted queries are submitted to the AS, the database returns the results or an error message, and the AS passes that back to the PS via the IS. Any additional software (an HTTP server, networking software, etc.) adds additional links to the processing chain.


So far, database access through the network (in most cases, some Web browser using the HTTP protocol) was achieved by using Common Gateway Interface (CGI) software. However, CGI software had major drawbacks, summarised in the following:


CGI scripts must be coded, built, and tested for each platform.


CGI server scripts are frequently written in PERL, a language that is hard to understand, implement and maintain. 


Data access with "sessionless" HTTP results in poor performance and limited scalability.


The next step in the database connectivity issue was made with the introduction of Microsoft's ODBC (Open DataBase Connectivity). Although the ODBC market is well established, problems exist. The most important problem is that ODBC requires an amount of work to be carried out on the client side, as well as on the server side, in order to be fully functional. Moreover, ODBC uses a C interface, resulting in great lacking of the portability of applications (for example, an application developed in a UNIX workstation will most likely not work on a Windows platform).


The Òstate of the artÓ techniques in database connectivity, are based upon the new Java API, called JDBC (Java Database Connectivity), developed by JavaSoft. This API provides Java programmers with a uniform interface to a wide range of relational databases, and a common base on which higher level tools and interfaces can be built. A separate API, the JDBC-ODBC bridge is used in order to provide access to databases through the better established ODBC protocol. However, it is strongly recommended for a Pure-Java API, such as JDBC, to be used in order to benefit from all the advantages of the Java language (platform independence, portability).











�
Web-Specific Communication and Access Issues


In general, the standard Laboratory Internet adheres to data-communications protocols specified by the Internet Engineering Task Force (IETF) in the Internet standard (commonly referred to as "TCP/IP"). TCP/IP is a suite of standards defining a variety of protocols, not all of which are needed by every network.


All networks and machines must conform to IP in order to interconnect with the standard Laboratory Internet, but not all need to adopt all protocols and protocols need not be exclusive. HTTP, for instance, is only needed for World Wide Web (WWW) clients and servers.


The following list summarises the specific Information Architecture (IA) protocol standards for Internet. 


IA Standards 


Standard Internet Protocol (IP) 


Standard Internet Control Message Protocol (ICMP) 


Standard Internet Transmission Control Protocol (TCP) 


Standard HyperText Transfer Protocol (HTTP) 


Standard Telnet Protocol 


Standard File Transfer Protocol (FTP) 


Standard Gopher Protocol (GP Legacy) 


IA Guidelines 


Standard Internet Group Management Protocol (IGMP, Strategic) 


Laboratory Standard HyperText Meta Language (HTML)


The relationship of the various protocols is shown in Figure 4.1.


Hypertext Transfer Protocol (HTTP)


HTTP is a protocol designed for use on the Web. What are the advantages of HTTP?


HTTP is a simple ASCII protocol, which makes it easier to debug than binary protocols. 


HTTP is a stateless protocol, which means that there is no session between a client and a server. As soon as the browser receives the document requested, it closes the TCP/IP connection. As a consequence, resources (such as processes and sockets) are used only for a very short time, so that they quickly become available for use by another client. 


HTTP can be extended by using headers similar to those used on Internet e-mail. 


Current servers and browsers support HTTP 1.0, which was submitted recently as a draft Internet specification. In fact, most existing servers support only a subset of the specification. For instance, the PUT method, which allows writing on a remote server, is defined but not supported. 


The Web Consortium is working on HTTP 1.1, and an IETF Working Group has been formed on this subject. Basically these standardisation efforts deal with small modifications to improve performance and some functions. 


In parallel, the Web Consortium already is working on HTTP-NG, the next-generation HTTP protocol. HTTP-NG will be a major improvement, and work on this project started in July 1997.








�


Figure 4.1: Relationship of the Various Protocols


The next section explains the limitations of HTTP 1.0.


HTTP performance improvement through the extension of connection life time


Connection overhead is very important because of the slow start mechanism of TCP/IP. At the beginning of a connection, there is no indication about network load. To prevent network congestion, both client and server avoid sending a large amount of data without waiting for an acknowledgement. Progressively, the size of data exchanged without acknowledgement is increased or decreased after each round trip. Transmission may become efficient only after a few exchanges. 


A solution to this problem of multiple connections is to keep the connection alive until the entire document and its inline images have been received. A simple solution consists of using a multipart/mixed Multipurpose Internet Mail Extension (MIME) structure with a boundary marker between each component of the document. (MIME makes it possible to encode multiple types and formats of data in the same message, using ASCII characters.) Note that network performance depends not only on bandwidth but also on latency (round-trip time).


Security


Two extensions to HTTP have been proposed to ensure authentication. These proposals are based on techniques that use a shared secret key. 


The first proposal is based on a secret key shared between the browser and the server. The problem for both sides is to deal with a possibly large number of secret keys. The second proposal is based on secret keys shared among the client and the server and an authentication server. Both of these proposals use the MD5 encryption algorithm, whose sources are available publicly. 


Three proposals are intended to ensure both authentication and encryption: Shen, SHTTP, and SSL. Shen was designed originally at CERN and is planned to be merged with SHTTP. Secure HTTP (SHTTP) is being developed by the company EIT, working for CommerceNet, which is a consortium set up to support Internet electronic-based commerce. SHTTP is an extension of HTTP that supports multiple encryption mechanisms. A negotiation phase is used to allow the client and the server to agree on a transaction mode. Secure Socket Layer (SSL) was developed by Netscape, and is already available. SSL provides both authentication and privacy at the Transport layer of the Internet (TCP/IP or UDP). Terisa, a company funded by EIT and RSA, has introduced a toolkit that will support both SHTTP and SSL, and that ensures interoperability. 


Bi-directional protocol


HTTP is a mono-directional protocol: the client makes a request and the server sends back a reply. There is no way for a server to send an event notification to specific clients. A typical application for this feature is a stock trader who wants to retrieve new quotes as soon as they are available. 


Netscape has experimented with two extensions to remove this limitation. 


The first technique is called Client pull: the server sends a normal document that includes a directive, in the header, that says go load this URL in n seconds. 


The second technique is called Server push: the connection is left open and the server sends a chunk of data, using a variant of a multipart MIME message. The second mechanism is more powerful, but the drawback is that a chunk of data is either a whole HTML document or an inline image: Smaller segments of data cannot be sent. 


Because of these problems, it seems more rational to use another protocol, rather than HTTP, if bi-directional functions are needed. 


State information


HTTP is a stateless protocol. Nevertheless, the protocol can be used to provide a state service to the client. The typical example is known as shopping basket: A user browses a catalogue of products, puts items in a shopping basket, and at the end of the session sends an order for the items in the basket. 


To support this mode of operation, state information must be encapsulated in the document and transmitted with further requests. This solution is good, but has a drawback: State information makes a document slightly different each time, and the result is that proxy servers cannot cache the document correctly. The way to avoid this problem is to put the state information in the header and make proxy servers aware of that fact. Several proposals have been made based on this concept: Netscape proposes a Set-Cookie header, and there is an Internet draft for a State-Info header. 


Another very different approach would be to extend browser functions to manage state information.


Uniform Resource Locator (URL) 


A URL describes the location of a resource that is accessed via the Internet. A URL contains the minimal information required for access. URL information can be understood both by humans and by software. The URL concept supports an extendible set of services, described in two parts: a service identification and a service-dependent parameter.


URLs are used on the Web, but they have these drawbacks: 


They are transient: if the name of the machine or the path of the file changes, the associated URL becomes obsolete 


Sometimes the same resource is available at different locations, each of which has its own URL. When specifying a hyperlink to this resource, it is not possible to specify more than one URL, which would allow the browser to choose the closest server 


Uniform Resource Name (URN)


A Uniform Resource Name (URN) is intended to remove the URL drawbacks described above. A URN identifies a resource, it is persistent, and a service ensures that a URN can be translated into a URL. A working group called Uniform Resource Identifier (URI) has been formed to resolve this problem. URLs have been adopted as a first step. Internet Request For Comments 1737 (RFC) states functional requirements for a URN capability. Some people claim to have created a valid implementation in which a URN is made up of two parts: first, the identification of a naming authority and second, an opaque and unique identifier to describe the attributes of each resource. The main issues with this concept concern the content of the unique identifier and the efficiency of the resolver service that is responsible for the translation from URN into URL. 


Uniform Resource Characteristics or Citation (URC)


A Uniform Resource Characteristics or Citation (URC) includes meta information about the resource, such as authorship, publisher, data type, date, copyright, status. URN can be viewed as a special case of URC. Translation from URC to URL will be performed by means of a database, which could be constructed automatically by knowbots that walk over the network to index every resource found. For HTML documents, an element META could be used to describe such meta information. 


The URI working group seems to be having difficulty in reaching a consensus. Its area director suggested that the working group should reorganise itself into smaller groups. 


Server and Client Extendibility


Server and browser are core components. Some implementations provide a way to communicate with other applications. Communication makes it possible to extend their functions and to integrate them with other applications. Several techniques are available, but none of these has been standardised or achieve the status of a de facto standard. 


Common Gateway Interface (CGI)


A Web server can provide access not only to documents stored in its file system, but also to documents built on the fly by a program (typically these programs are used to provide access to a database). The conventions between such programs and the Web server are defined by the Common Gateway Interface. In a way, these programs and CGI provide a distant human/machine interface to existing services such as database access. 


External Viewer


When a browser receives a data format it cannot handle, it delegates the visualisation to an external viewer. This is a powerful mechanism. The user can describe preferred tools of this type in a configuration file. The data-type format is described using a MIME type. 


Client-to-Client Interface (CCI)


CCI provides an API that an external application can use to communicate with a browser. CCI provides a way to ask the browser to perform a task (go to a given URL, open or close a window, . . .) or to send events (e.g. when a document has been loaded). The CCI specification is different for Mosaic and Netscape, and is machine dependent. 


Proxy Server


Usually a proxy server is used to go through a firewall or to enhance performance by providing a cache system. Proxies have also been used for a very different purpose. When a document is requested, the proxy propagates the request and also queries annotation servers to which the user has subscribed. Once the proxy has the results, it returns a document in which the annotations are merged. One can imagine that the proxy mechanism can also be used for other purposes. 


Loadable Code


Another approach is to incorporate an interpreter in the browser to extend its functions, loading a specific code. The Web makes it feasible to extend this idea: why not make the code available on the Web itself?


The main issues are: 


What language should be used to create the code? 


Direct execution of loaded code is potentially a significant security hole. How can security problems be avoided? 


What portable functions should the language provide: e.g., network access, system calls, user-interface toolkit? 


Today, the best answers to these questions are provided by Java, which is a language developed by Sun Microsystems. Java is a subset of C++, but with some extensions. A browser, Hot Java, is available and has been used for some exciting demonstrations, including a financial-portfolio page and 3D models of chemicals. Unlike other browsers, Hot Java handles an active document, rather than a static document, executing code on the client side when there is no need to make a request to the server. Some questions remain about Java: the licensing conditions are unclear, the size of the executable code is large for a typical PC environment, and the portable graphics library is not yet defined. Java is worthy of close attention as it evolves.


Other Languages


In addition to HTML, these other languages are potentially of interest on the Web. 


Standard Generalised Markup Language (SGML) 


Standard Generalised Markup Language (SGML) has been specified by the International Standards Organisation (ISO). SGML defines a family of languages, and HTML is one instance of SGML, as described by a Document Type Definition (DTD). 


Style sheets make it possible to customise the presentation of a document. An appealing idea would be to extend such a language to describe fully how a document is displayed. If this were possible, such a style-sheet language could be used to describe how to present other instances of SGML, not just HTML. In that case, a document would be made up of: 


the document itself 


its syntactical description using DTD 


its semantic description 


In fact, work already has been done to describe the semantics associated with a DTD: ISO is currently conducting balloting on an international standard called Document Style Semantic and Specification Language (DSSSL). Today there is no consensus on this topic. Possibly the success of the Web will lead to wider use of style-sheet languages or DSSSL. Certainly SGML already benefits from the success of HTML. 


Acrobat is a language defined and offered by Adobe. The language is based on PostScript, the powerful graphical language, which in turn is based on FORTH. Most laser printers include an implementation of a PostScript interpreter. Adobe provides free viewers for Acrobat documents. With hyperlink facilities, will Acrobat challenge HTML? Acrobat has some advantages: 


Acrobat is much more powerful than HTML, because it incorporates a programming language and powerful graphical primitives, especially for font manipulation. 


Acrobat is device independent 


The drawbacks of Acrobat are:


Acrobat is a proprietary language 


Adobe controls it, can decide to enhance Acrobat as it chooses, and is free to modify licensing conditions 


Displaying a document can take a very long time (this will not be the case for documents that are similar to HTML documents) 


Acrobat is a little more difficult to read or to write than HTML, for both authors and developers of authoring tools 


Acrobat does not provide functions for user input 


It is difficult, but not impossible, for a proprietary solution to become a standard when another solution is available without charge.


Virtual Reality Modelling Language (VRML)


Virtual Reality Modelling Language (VRML) is designed to describe three-dimensional (3D) scenes that contain hyperlinks. VRML is a subset of the Open Inventor ASCII format developed by Silicon Graphics. VRML can be used to describe 3D scenes with polygonally rendered objects, lighting, materials, ambient properties, and realism effects. VRML has been extended to support networking. The VRML format is available for use in the open market, and some viewers are already available (WorldView, WebSpace, VRWeb, . . .). 


Typical demonstration scenes are the same size as a Graphics Interchange Format (GIF) image, but viewers use a very high number of CPU cycles. Today, performance is acceptable only on dedicated hardware. The market will remain speculative for a few years: Will VRML be used for games, culture (virtually rebuilt monuments), advertisements (kitchen, furniture), and/or other purposes? In any case, VRML is in a favourable position to become the standard for 3D scenes. 


JDBC


The JDBC, or Java Database Connection, provides a standard interface for Java programs to access a relational database. Modelled after the Open Database Connection (ODBC) specification, the JDBC package contains a set of objects and methods for issuing SQL statements, table updates, and calls to stored procedures.


The model used by the JDBC environment looks like the following:
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Figure 4.2: JDBC environment model


In this model, you will notice that the Java object invokes the JDBC classes, which issue a call either to a native JDBC driver or to the JDBC-ODBC bridge. The driver then calls the actual database driver to complete the connection to the database.


The steps involved in accessing a relational database through JDBC are:


Install the JDBC package and necessary database drivers. 


Open the database connection. 


Create a SQL statement or procedure call. 


Execute the SQL statement or procedure call. 


Process the results of the SQL statement or procedure call. 


Commit or rollback the transaction (if necessary). 


Close the result, statement, and database connection objects. 


Beginning with release 1.1 of the Java Developer's Kit and Java Runtime Environment, the JDBC comes delivered as one of the core APIs. As a result, when you install either product, the JDBC is automatically installed with it. You do need, however, to configure it with the JDBC driver specific to your database.


RMI


The RMI, or Remote Method Invocation, is a set of Java classes that provides n-tier distributed object computing. A Java client can communicate with a server-side Java object, passing information to and from it. The RMI also provides a persistent connection to the server and manages the exchange of data with no special programming logic.


The RMI is designed conceptually in a similar manner to the Object Management Group's CORBA/IDL model. It allows an application to invoke various methods contained within another object running on a different virtual machine. Unlike CORBA/IDL, however, the RMI operates in a homogeneous environment, requiring that all distributed objects be written purely in Java.


At a high level, the RMI is structured as follows:
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Figure 4.3: The structure of RMI


The Java applet (known as the client object) interacts with the remote object (the server object). It does so by accessing a reference to the remote object through a device called the RMI registry.


The RMI registry is an application that runs as a background process on a remote server. It contains a table of named services and remote objects, serving as the communications gateway between the applet and the remote object.


The remote object also executes as a background process on the remote server and registers, or binds, itself to the RMI registry using a service name. The registry stores the remote object's service name and a reference to the remote object.


Finally, a Java applet (or application) loads the remote object's bindery from the RMI registry. It uses this to understand the structure of the remote object's method parameters. From this point on, the applet simply calls, or invokes, the remote object's methods as if they were local to it. All arguments are passed between the applet and remote object's methods using a technique called object serialisation. 


The steps involved in setting up a Remote Method Invocation are as follows:


Install and configure the RMI package. 


Run the RMI registry as a background process on the Web server. 


Create a remote interface which declares the public methods of the remote object. 


Create the remote object, implementing the interface created for it, adding the program logic for all public methods. 


Compile the remote object using javac. 


Create stubs and skeletons for the remote object using rmic. 


Create and compile a Java applet or application which will invoke the methods contained within the remote object. 


Run the remote object as a background process on the Web server, binding itself to the RMI registry. 


Run the client applet or application. 


Oracle Web-Browser


Between the Web browser and the Web Server in the Oracle scenario is standard HTTP over TCP/IP, which is what makes this a Web-enabled technology. Any browser which can read and submit standard HTML will work with the Oracle Web Server. (Of course, what is "standard" depends on your browser vendor and the latest HTML extensions, so the term is used here loosely.) 


Between the Web Server and the Oracle 7 Relational Data Base Management System (RDBMS) will be a program, developed for the specific application being implemented. In a sophisticated application, most of the development effort will lie in this program, called a PL/SQL procedure. PL/SQL is a part of Oracle's Web Agent product.


In short, the logical path of the incoming (request) data looks like:


 Browser -> Web -> Web Server -> Web Agent & PL/SQL -> Oracle RDBMS


Conversely, the path of outgoing (result/HTML) looks something like:


Oracle RDBMS -> Web Agent & PL/SQL -> Web Server -> Web -> Browser


The PL/SQL procedural language is designed to talk to the Web Server on one side, and Oracle 7 on the other. Much of its job can be described as querying Oracle tables, creating Web HTML documents with the results, and sending those documents to the Web Server.


The Future of the Internet


The World Wide Web is part of the Internet, and so the future evolution of the Internet will also affect the Web. This section discusses several aspects of how the Internet is expected to evolve. 


Growth


According to Christian Huitema, former chairman of the Internet Architecture Board, about ten million computers were connected directly to the Internet at the beginning of 1996. Each year this number has doubled. The number of users is generally estimated to be ten per direct connection. (All of these numbers are rough approximations.) Why is the Internet so appealing? The answer lies in its low cost, its high performance, the fact that its protocol (TCP/IP) is easy to use in a program, the available applications (e-mail, news, file transfer, and the Web), and last, but not least, its world-wide connectivity: the more servers there are, the more clients are attracted, and vice versa. 


While the number of users is expanding, the number of bytes exchanged is increasing even more rapidly, because the transmitted data no longer involves just text but more and more frequently images, audio, and video, which are much larger than text.


Can the Internet tolerate this growth rate or will it be a victim of its success? Internet observers have predicted that address space will be saturated in a few years.


The new generation of IP address (IP-V6 or IP-NG) solves this problem. An address of 128 bits would allow every human being to directly connect more than one hundred computers to the Internet. Another problem is the size of the routing table used by Internet nodes: would this table be too big to manage? No; because of the algorithms used, the size of the routing table has been stable for the past few years. 


Will it be possible to increase the bandwidth to support growing user needs? This is not a technical problem, because fibre-optics cable and satellite transmission technologies are quite efficient. This is a commercial question, especially since the nature of Internet funding has changed. Judging that the Internet was mature enough, the U.S. National Science Foundation (NSF), which funded the main backbone, has withdrawn financial support. Now private companies MCI, Sprint, Advanced Network & Services (ANS)/America Online (AOL) operate the main backbone. We must remember that access to the network is not free. Any connected company pays access providers who, in turn, have commercial contracts with other network providers to interconnect their networks. Thus the question of increasing bandwidth will be resolved as demand makes higher bandwidth commercially attractive. 


Conclusion: Toward a General Network for the General Public


What are the major factors in the evolution of the Internet? From a technical point of view, applications are moving from mail, news, and file exchange to hypertext and audio/video conferencing. From a market point of view, Internet users are shifting from scientists and public organisations to private companies and the general public.


The Internet was not designed for multimedia communications, and applications such as videoconferencing are not yet mature. But the fact is: what would have been unbelievable a few years ago, is now very close to reality. The next generation of the Internet Protocol (IP) will deal with priority and packet labelling to ensure better support for real-time communications. At the same time, cable TV is being used experimentally to transmit Internet traffic. Minor changes are needed to allow bi-directional transmissions on already-existing TV cables. There is no reason why, in the future, the Internet could not become the famous information superhighway.
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Existing Functionality


Introduction


In the development of data management tools it has not been usual to integrate the provision of facilities for extensive statistical analysis.  More typically, the statistical tools have been provided by statistical packages.  In turn, such statistical packages usually have only limited data management capabilities, with the data management tools being provided by DBMSs.  Whilst DBMSs and statistical analysis systems have evolved essentially independently, there is growing interest in statistical database systems (SDBSs) which attempt to combine the two approaches.  


The statistical databases (SDBs) under consideration may be micro SDBs or macro SDBs.  Micro SDBs contain information about individuals or single events.  Macro SDBs contain information which summarise the data contained in associated micro SDBs; this information is usually generated by the application of statistical operations to the data in the micro SDBs.  The data may be accompanied by meta data which provide systematic descriptions of the statistical data and the processes behind them.  Such meta data may assist users in searching for potentially useful data, evaluating the adequacy of available data, and in retrieving and interpreting statistical data [Sundgren, 1995].  The data in a macro SDB are usually such that confidentiality of information from individuals in the micro database is maintained.  Maintaining anonymity of information which may be derived from the data in the macro SDB is also an important issue, and may impose limitations on the types and combinations of summary attributes which are stored.  The situation of interest here is when the SDBs are distributed amongst computing facilities, having evolved under possibly different management systems.  In particular, we are concerned with the issues associated with providing statistical functionality for such a scenario.


 Overview of Communications


For situations in which the underlying raw data are distributed amongst different (heterogeneous) sites, the architectural requirements to support the provision of statistical analysis are considered in [Sadreddini, Bell, & McClean, 1990].  The underlying DBMSs themselves need not provide statistical capability.  One possible approach is the use of a DDBMS to obtain raw data from the local DBMSs.  This approach then provides capability for statistical analysis at the global level, either through an embedded statistical procedure library (SPL), or by interfacing with statistical packages. For this, a statistical module (SM) is embedded in the DDBMS at the global level to determine the level of interaction between the DDBMS and the statistical packages.  The main drawback with this approach is that it requires large volumes of data to be moved between sites if a query requires access to raw data that is stored in different local databases.  Consequently, the performance of the system, evaluated in terms of response time to queries, declines as the size and number of local databases increases.  There is a corresponding increase in the cost of answering a globally posed query as the volume of raw data required to be moved between sites increases. 


An alternative approach is to distribute as much as possible of the statistical analysis capability to the local sites [Sadreddini, Bell, & McClean, 1990, 1992].  The general architecture suggested is shown in Figure 5.1.  This approach then uses partially processed data from the local sites as input into the global statistical analysis procedures.  The main advantage of this second approach is that there are many types of global statistical query for which the response requires only summary data to be moved between sites.  The use of such precomputed summary values in answering globally posed queries thus improves the access speed for some queries.  Rules of combination may be used to estimate other statistics from the precomputed statistics, and hence extend the range of queries covered by the precomputed statistics.  Further, it is frequently possible to answer queries requiring inference solely by the use of the precomputed statistics.  For example, suppose that raw data on employees belonging to two different professions are held separately at different local sites.  A comparison between the salaries of the two professions may be inferred using a t-test by access solely to precomputed statistics, namely the sums of salaries and the sums-of-squares of salaries for each group, together with the numbers of employees (counts) for each group.  Access to the raw data is not required.  When precomputed statistics are used in this way, there is an inevitable trade-off between performance and accuracy, as summary statistics will not be updated every time an individual item is locally updated, or every time a new item is added.  When local updating does take place, efficiency may be maintained by making as much use as possible of existing summary values in computing new ones.
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Figure 5.1: Architecture for Distributing Statistical Capability in a Distributed Data System


Data Models


Modelling of the data may be based on the relational micro/macro data (MIMAD) model used in [Sadreddini, Bell, & McClean, 1991] for integrating raw data and aggregate data in heterogeneous SDBs.  The data may include meta data, which contain information about global schema, schema mapping rules and incompatibility resolution strategies [Sadreddini, Bell, & McClean, 1993; Scotney & McClean, 1996].  


Micro Objects


Micro objects (MIOBs) are used to represent individual entities, and they correspond to the objects described in the data matrices stored in the local SDBs.  A MIOB takes the form of a tuple <id, a1, a2, ..., an > , where id is an identifier, such as a name or serial number, and a1, a2, ..., an are attribute values associated with id; these correspond to variable values, which may be either numerical or categorical.  These relations thus correspond to the usual data matrix in statistical packages.


Macro Objects


Macro objects (MAOBs) contain information at a level of abstraction that does not permit individual entities to be identified.  A MAOB is usually formed by the application of a statistical function (or functions) to a collection of MIOBs (a sample), and thus contains summary data regarding the sample.  


A univariate macro object (U-MAOB) contains summary information on a single numerical attribute, or variable, and may be represented by a tuple of the form <f, na, val>.  Here, na is the name of the numerical attribute, and f is the name of the statistical function used on the sample to produce the summary data result val.  For example, <MEAN, HEIGHT, 176.4> summarises a sample in terms of its mean height.  


A multivariate macro object (M-MAOB) may be similarly represented by a tuple of the form <f, {N}, val>, where the set {N} = {na1, na2, ..., nap} contains the names of the numerical attributes whose values are operated on by the statistical function corresponding to f, e.g. <CORRELATION COEFFICIENT, {WEIGHT, HEIGHT}, 0.426>.  


Category macro objects (C-MAOBs) may be used to represent summary information relating to a subset of the sample that can be described by a particular category, or class, of a categorical attribute.  In this case a C-MAOB is represented by a tuple of the form <{C}, f, {N}, val>, where {C} represents the subset of individuals in the sample who belong to a particular class (of a categorical attribute in the data set).  For example, <{FEMALE}, CORRELATION COEFFICIENT, {WEIGHT, HEIGHT}, 0.398> represents the summary data provided by the correlation coefficient between weight and height measured on a particular restriction of the sample, namely females.  


In general all types of MAOB may be represented in the form of a C-MAOB.  In the cases of U-MAOBs and M-MAOBs described earlier, in which the summary statistic is measured over the whole sample, the set {C} may simply be set to {NULL} to represent no category.


Micro Relations


In the MIMAD model we may define a micro relation R(id, a1, a2, ..., an) as a subset containing those entities having attribute values a1, a2, ..., an.  For each attribute A1, A2, ..., An, we may define a map (i: Ai ( {di1, ..., dis}, where di1, ..., dis are domain values.  An attribute Ai may then be regarded as a map Ai : R ( (i(Ai ), so that the attribute value ai = Ai (id).  For example, if Ai = GENDER, then  (i(Ai ) = {MALE, FEMALE}, and for a particular individual, John, in the data set we have GENDER{JOHN} = MALE.


Macro Relations


We may also define macro relations in the model.  Firstly, we may define a classification Xi of an attribute Ai as a partition of the set  (i(Ai ). Then if bi  ( Xi((i(Ai )), we may define an orthogonal category br ( ... ( bt over attributes Ar, ..., At.  For example, if Ai = GENDER and Aj = EYE COLOUR, with Xi((i(Ai )) = {MALE, FEMALE} and Xj((j(Aj )) = {BLUE, GREY, BROWN, GREEN}, then we may take bi = {MALE} and bj = {BLUE, GREY}; then bi  ( bj  defines the set of individuals who are male with blue or grey eyes.


If we consider a set of individuals who may be represented by the orthogonal category br ( ... ( bt , and we have a set {A1, A2, ..., An} of numerical attributes, then we may define a summary attribute S on the subset br ( ... ( bt by using a summary function f whose domain is a Cartesian product of attribute domains corresponding to a subset {Av, ..., Aw} of {A1, A2, ..., An}.  If there are d numerical attributes, Av, ..., Aw, then f ( fd (Av, ..., Aw) is restricted to �br ( ... ( bt , and has degree d.  We may then write the summary attribute S as S(br ( ... ( bt, A1, A2, ..., An) ( fd (Av, ..., Aw).  In the example above, suppose that A1 = WEIGHT and A2 = HEIGHT, then we might define 
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For any orthogonal category br ( ... ( bt , we may thus define a macro relation 





( br ( ... ( bt , Av, ..., Aw, valp, ..., valq) 





where valj = Sj(br ( ... ( bt, A1, A2, ..., An) for summary attributes Sj , j = p, ..., q.  An example of a possible macro relation in the example above is shown in Table 4.1.





Table 4.1: A macro relation on the orthogonal category {MALE} ( {BLUE, GREY}
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Macro relations in the form of summary tables may be stored in independent databases, and it may be necessary to access information from a number of such tables in order to answer a globally posed query.  The DDBMS is thus required to have the capability of integrating distributed summary tables, and consequently it must deal with the associated problems caused by heterogeneity.  Heterogeneity may be of a variety of forms.  Relations may be represented differently in different local databases; different types of summary information may be held in different local databases; different attribute domains may be used in different local databases, leading to problems associated with granularity of information.  Additionally there may be situations where the information held in one (or more) databases is incomplete or is in error, and we are trying to decide on correct values in the light of all the information available to the global data manager.


Pure Summary Attributes and Primitive Category Attributes


To facilitate the management of summary attributes, it is useful to consider dealing with pure summary attributes, namely those for which the orthogonal category to which they are restricted is {NULL}.  It is also useful to consider primitive category attributes, that is categories which are domain elements of a single attribute (e.g. MALES is a primitive category attribute, being a domain element of GENDER, but BLUE-EYED-MALES is non-primitive, as it is composed from two categories belonging to domains of different attributes).  In these two ways the representations of summary information which is created from raw data and stored in the local SDBs can be usefully restricted to particular forms of macro relations [Lee & Hotaka,1989].


Additive Summary Attributes


To address the problems created by having incomplete, or different forms of, summary information available at different local sites, we may consider restricting the forms of summary attributes to those that correspond to additive summary functions.  Suppose that C1, C2, and C3 are orthogonal categories, so that {C1, C2} forms a partition of C3.  Then S is an additive summary attribute if  


S(C3, A1, A2, ..., An) =  S(C1, A1, A2, ..., An)  + S(C2, A1, A2, ..., An).


A pure additive summary attribute is called a primitive summary attribute.  For example, if the mean heights of groups of individuals are held in independent SDBs at different sites, and at least one of the local SDBs does not contain the summary attribute COUNT (sample size), then it is not possible to answer a globally posed query regarding the mean height of the collected sample.  However, by restricting consideration to local SDBs in which basic univariate additive summary attributes such as COUNT, SUM, SUM-OF-SQUARES, and multivariate additive summary attributes such as SUM-OF-PRODUCTS, are available, it is possible to answer global queries concerning a wide range of statistical measures.  For such queries, primitive summary attribute values from the different local SDBs are combined in the global SDB.  Global queries regarding non-additive summary attributes may then be answered by use of the GSM to compute the required information from the (now global) additive summary attributes.  For example, if there are N local sites, each containing the summary attributes 


Si({NULL}, A1, A2, ..., An } = SUM(HEIGHT)


and 


Ti({NULL}, A1, A2, ..., An } = COUNT(HEIGHT), 


for i = 1, ..., N, then we may form global summary attributes 
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from which the computation S/T provides the answer to a query regarding the global mean height.  A macro relation whose summary attributes are primitive summary attributes is called a primitive macro relation.  Such macro relations provide a useful mechanism for facilitating the integration of summary information in response to global queries.


Development Requirements


The organisation of a Distributed Statistical Database Management System (DS-DBMS) that is capable of providing statistical functionality in a distributed environment is described in [Sadreddini, 1991]. The local systems may be Micro DBMSs (storing only micro data) or Macro DBMSs (storing macro data as well as micro data).


Development Objectives of a DS-DBMS


The main development objectives that a DS-DBMS should meet include:


fast response to statistical queries


minimum movement of information around the networks


capabilities to answer both global and local users' statistical queries


a set of well known statistical and mathematical functions


user interfaces (with statistical capabilities) at both local and global levels


browsing facilities at the global level, to enable the global users to explore areas of interest


macro data manipulation capabilities


interfaces with specific statistical packages


security mechanisms


The summary information to be stored and manipulated by the DS-DBMS may include different types of data such as histograms, summary tables, descriptive statistics, and textual descriptions of the dataset (i.e. meta data). In addition to the complex data types, semantic data models and object-oriented models are needed to represent higher-level concepts about the interrelationships and causal effects of variables.  These models could also help users in their exploratory data analysis, in enforcing integrity, validity, security, and cater for maintenance of the results from the execution of statistical analysis procedures in the DS-DBMS.  However, the current implementation is limited to extensions to the relational data model to represent micro and macro data, using the system support of relational DBMSs.


Schema Architecture of the DS-DBMS


The basic schema, constructed in several layers, is shown in Figure 5.2. The Local Internal Schemas (LISs) are at the lowest level, consisting of the Local Micro Schema and the Local Macro Schema.  The Local Micro Schema consists of the description of all of the micro data available in the participating micro databases. The Local Macro Schema consists of the description of all of the macro data available in the participating macro databases.  These schemas are expressed in the Local Data Description Language (LDDL) used within the local DBMSs.
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Figure 5.2: Schema Architecture of the DS-DBMS


At the next level, a higher level of abstraction is built upon the LISs, called the Uniform Local External Schemas (ULESs), which support uniform views of the LISs.  Each ULES describes the subset of micro or macro data that is contributed to the global level by the local database administrator.  A universal data model is used to describe the ULESs and the Global External Schema (GES) at the next level above.  The GES describes the logical view of the entire system, consisting of ULESs (contributed by the local database administrators) and the Subsidiary Schema.


The Subsidiary Schema exists at the same level as the ULES. It is used to resolve incompatible data definitions and any local-global conversion problems that may arise. Note that the global user of the DS-DBMS can also access other DS-DBMSs by using gateways (see later).


�



Overall Communications


The overall architecture of a DS-DBMS is illustrated in Figure 5.3. 
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Figure 5.3: Overall Architecture of the DS-DBMS


The overall architecture consists of four main modules:


Communication Network (CN)


Local Statistical Module (LSM)


Global Statistical Module (GSM)


GateWay Module (GWM)


The Local Macro DBMSs provide some statistical capabilities; the Local Micro DBMSs are assumed to have no statistical capabilities.


At the local site, associated with each Local Micro/Macro DBMS is a Local Statistical Module (LSM).  The LSMs are responsible for processing local statistical queries as well as the subqueries coming from the Global Statistical Module (GSM).  One of the main functions of this module is to reduce the number of accesses to Local Micro Databases and the amount of local computation by using the stored results of pre-defined and previous computation.  It also supports minimisation of the amount of data movements from the local systems to the global site by sending, where possible, summary information rather than raw data.


At the global site, the GSM is responsible for handling the global queries. The global users interface to the DS-DBMS through the GSM at the global level and form global queries over the Global External Schema (GES).  The GSM transforms a global query into a set of internal single-site subqueries, expressed in terms of the Uniform Local External Schema (ULES), where each single-site subquery accesses one LSM. 


An LSM receives single-site local subqueries.  After processing a subquery (perhaps using external functions from a statistical package or some integrated statistical functions), it returns the required data to the requesting GSM.  The GSM processes the data returned from all the LSMs.  The GSM applies the statistical functions required at the global level (with the possibility of using external functions from a statistical package or some integrated statistical functions), and presents the results of each global query to the corresponding global user.


One of the main advantages of this organisation is the standardisation of the interfaces between the user and the distributed data, i.e. all the details of the Local Micro/Macro DBMS are hidden from the GSM.


Adding a new Local Micro/Macro DBMS to this configuration requires the design and implementation of a new LSM and the extension of the Global External Schema to incorporate the new information.


The GateWay Module (GWM) enables the DS-DBMS to have a two-way connection with another DS-DBMS that does not conform to this architecture and model.  In this sense each DS-DBMS can be considered as a node of another DS-DBMS.  Effectively a query is submitted to the alien system from the gateway.


Component Communications


Component Architecture of the DS-DBMS


The operation of the component modules of the GSM and the LSM are described by identifying their responsibilities. Processing a query in the DS-DBMS can be considered as consisting of five sequential phases:


specifying the data (i.e. micro/macro data) required to carry out the query


accessing the data


merging the data returned to the global site from local databases to build the inputs required to the statistical functions


carrying out the required functions


presenting the results to the user


The first phase requires searching (e.g. by browsing) on the meta data to find the data of interest. The second phase is concerned with the accessing of required data from the local sites.  The third phase involves building, from the data obtained from the local sites, the inputs that can be used by the statistical functions. In the fourth phase the statistical functions are evaluated against these tables.  The fifth phase presents the results of the statistical functions to the user.


Global Statistical Module (GSM) of the DS-DBMS


The main functions of the GSM are:


interfacing with the global users to obtain their global micro/macro queries and subsequently returning the results of those queries


decomposing the global micro/macro queries into subqueries that can be executed by the LSMs at local sites


interfacing with the LSMs for sending them the subqueries and receiving from them the required data


merging the data returned from the LSMs


providing statistical and mathematical functions


providing and maintaining meta data


storing and reusing the results of operations from the Global Summary Database (GSDB)


defining, creating, maintaining, accessing and manipulating the data stored in the GSDB


interfacing with statistical packages


providing security mechanisms
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Figure 5.4: Global Statistical Module (GSM)


The main modules of the GSM are described below (see also Figure 5.4). Some of these modules resemble those for a Multidatabase [Landers & Rosenberg, 1982].


Global Statistical User Interface (GSUI): This module provides the interface between the global users and the DS-DBMS.  It allows the users to see what data exists in the system and what type of statistical operations can be performed on this data.  It consists of three major modules - the Query Handler (QH), the Statistical Package Interface (SPI) and the Presentation Manager (PM).


Query Handler (QH): This module is responsible for enabling users to access the Global Meta-Database Module (G-Meta-DBM) to search for meta information in order to allow them to identify subsets of data.  This interface allows users to specify the type of entity (e.g. data elements, macro data, micro data, or databases) as well as the meta data attributes that will be the target of a particular query (e.g. find all data elements where the word "salary" appears in the name).  It also provides a browsing capability in order to familiarise users with the meta data in the G-Meta-DBM.  By using the QH the global users build their global queries, which are then sent to the Global Query Analyser (GQA).


Statistical Package Interface (SPI): This module provides the interface to specific statistical packages that are available, thus allowing users to access these packages. It contains a Statistical Package Initiator, a Statistical Package Formatter (SPF), and a Common Data Area (CDA). The SPF is responsible for transforming the returned data from the DDBMS into a form suitable for use by the statistical package. The modules communicate by writing/reading data files in the CDA. Since some statistical packages provide only interactive interfaces, the CDA is also used as a temporary store for the data before statistical packages are initiated.


Global Query Analyser (GQA): The GQA module, based on the information obtained from the G-Meta-DBM, decomposes and optimises a global query into individual micro/macro subqueries.  These subqueries are then sent to the Global Query Transaction Manager (GQTM).


Global Query Transaction Manager (GQTM): This module prevents any distributed deadlock problems and provides a recovery system to preserve the integrity of the data after restart from data access conflict.  It also provides a scheduler to secure the execution order of the query.  Some information is sent to the Global Result Handler (GRH) to inform this module about what data should be expected from the local sites.  In addition, the GQTM is responsible for ensuring the integrity of information in the DS-DBMS.  Inconsistencies can arise when the local databases are updated.  One possibility is to record the date and time a statistical function is evaluated, thus giving the user an idea of how up-to-date the summary values are. The users may then decide if they wish to recalculate the new summary value automatically.  Another possibility is to provide regular update facilities. The system should contain code for recomputing the new summary values in an incremental manner (i.e. recomputing the new summary information from the old, without resort to the old raw data).


Global Communication Manager (GCM): This module is responsible for "waking up" the communication network, for transporting standard packages between sites, activating the LSMs, and awaiting intermediate results processed by the remote sites. It also consists of a packager/unpackager that is responsible for converting the subqueries into a form which is compatible with the underlying communication network system or vice versa for the intermediate results. This module sits on top of the transport layer of the ISO/OSI model for data communication.


Global Result Handler (GRH): The GRH module merges all the intermediate results from the different sites.  This module builds the required input to the statistical functions; it then uses the statistical functions from the G-Meta-DBM to carry out the required functions.  The GRH accesses the G-Meta-DBM to resolve incompatibilities and inconsistencies among the micro/macro data returned from the different local sites.  It uses information (i.e. control information previously sent by the GQA) about the subqueries to carry out its functions.


Presentation Manager (PM): The result from the GRH is sent to the GSUI.  At this point the GSUI could use the Presentation Manager (PM) to present the results to the users, or to provide a dialogue. Such dialogue would allow the users to apply some of the statistical functions from the G-Meta-DBM and subsequently use the PM to present the results of the statistical functions.


Global Meta-Database Module (G-Meta-DBM): This module provides the meta information required for processing of queries.  It contains the statistical functions, macro results from previous analysis, and meta information about the macro and micro data stored at local sites.  The G-Meta-DBM provides the option for the users to store their intermediate results and data into the Global Summary Database (GSDB) at the global site.  The G-Meta-DBM also contains information such as user-access rights, network information, cost models (for query optimisation), schema mapping rules, incompatibility resolution rules and concurrency control information.  The GSUI, the GQA, and the GRH make extensive use of this module.


Local Statistical Module (LSM) of the DS-DBMS


The LSMs are resident at the local sites.  They are responsible for providing the micro/macro data (on each site) to the GSM. The LSMs may also be used by local users to answer statistical queries.  Some of the main functions of the LSMs are:


interfacing with the GSM to receive micro/macro subqueries and subsequently returning the raw/summary information required by the subqueries


interfacing with the Local Micro/Macro DBMS (at the local sites) to obtain the required micro/macro data


defining, creating, maintaining, accessing, and manipulating the summary information stored in the Local Summary Databases (LSDBs)


reducing the number of accesses to the local micro databases by storing some results of pre-defined and previous computations (macro data)


minimising the amount of data movement from the local sites to the global site by sending macro data instead of raw data, if possible


providing statistical and mathematical functions


interfacing with local users to meet their statistical needs


interfacing with local statistical packages


providing extensive meta data on the information stored in the LSDBS and in the Local Micro/Macro Databases, and on operations offered by the LSMs and Local Micro/Macro DBMS


providing some security mechanisms


The LSMs provide the interface to the Local Micro/Macro DBMSs and different statistical packages available at the local sites.  The LSMs are also used to define, create, access, operate and provide updating facilities on the LSDBS.  In the cases where the Local Micro/Macro DBMSs store only micro data (i.e., the Local Micro DBMSS), the LSMs access the micro data and consequently compute the required macro data  (summary information); thus the processing is carried out by the LSMs.  In situations where the Local Micro/Macro DBMSs provide some statistical capability or store some macro data (i.e. the Local Macro DBMSS), the LSMs are freed from the corresponding computation. The LSMs then only translate the subqueries into the language of the Local Macro DBMS and obtain the macro data from the Local Macro DBMS (i.e. processing is carried out by the Local Macro DBMS).
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Figure 5.5: Global and Local users of the DS-DBMS interfacing through the GSM and LSM modules.


The LSMs may also be used by local users to answer statistical queries.  Local users access the LSMs and express their statistical queries over the local internal schemas.  The LSMs use the LSDBs to answer these statistical queries (see Figure 5.5).


In situations where the required summary information is not stored in the LSDBS, LSMs are responsible for accessing the data from the Local Micro/Macro DBMSs.  They issue commands to the Local Micro/Macro DBMSs and, in the case where the Local Micro/Macro DBMSs do not provide statistical functionality (i.e. the Local Micro DBMSs), apply the required functions to the returned micro data to obtain the required macro data.  Note that, in situations where the local system is a Macro DBMS, local users can access the local system directly without using the LSM.


The main modules of the Local Statistical Module (LSM) are shown in Figure 5.6.
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Figure 5.6: Local Statistical Module (LSM)


Local Communication Manager (LCM): The LCM module consists of a packager/unpackager which converts the subquery packages received from the Communication Network into a form which is compatible with the underlying modules and data, and vice versa.


Local Statistical User Interface (LSUI): This module is very similar to the GSUI in the GSM.  It provides the interface between the local users and the LSM.  The LSUI allows users to search the Local Meta Database, form their local queries, and interface with available statistical packages.  Finally it presents the results to the local users.  The LSUI consists of three major modules: the Query Handler (QH), the Presentation Manager (PM), and the Statistical Package Interface (SPI), with analogous functions to their global equivalents.


Local Query Transaction Manager (LQTM): The local queries from the LSUI and the local subqueries from the GSM are sent to the LQTM.  This module first accesses the Local Meta Database Module (L-Meta-DBM) to see if the queries can be answered using the LSDB.  If the required summary information is stored in the LSDB, then the LQTM accesses the summary information and sends it to either the LSUI or the GSM.  However, if the required summary information is not stored in the LSDB, then the LQTM produces local queries in terms of the information stored at the Local Micro/Macro DBMS.  These queries are then sent to the Local Query Optimiser and Translator (LQOT) modules.  Subsequently, the LQTM receives the results of the queries from the Local Micro/Macro DBMSs.  If these results are in micro form, then the LQTM may use some of the statistical functions from the L-Meta-DBM to process these results.  The processed results are then sent either to the LCM or to the LSUI module depending on the origin of the queries.  The LQTM is also used to avoid deadlock situations and to provide some recovery functions as well as ensuring the integrity of the information in the LSDB and the Local Meta Database when the data at the Local Micro/Macro Database is updated.


Local Query Optimiser and Translator (LQOT): This module is responsible for optimising the local queries received from the LQTM.  It translates these queries into a language acceptable by the Local Micro/Macro DBMSs (i.e. whether Conventional DBMSs or Statistical DBMSs).


Retranslator: This module retranslates the received results from the Local Micro/MacroDBMS into a form used by the internal modules of the LSM.


Local Meta Database Module (L-Meta-DBM): This module is very similar to the G-Meta-DBM in the GSM. The main difference is that the G-Meta-DBM is associated with the global aspects of the system, whereas the L-Meta-DBM is associated with the local aspects.


Query Processing


Two scenarios are considered.  These distinguish the types of queries put to the system and the types of data required to answer these queries:


DS-DBMS must access the micro data from the local sites to answer the global statistical query


DS-DBMS can answer the global statistical query by accessing micro and/or macro data from GSDB, LSDBS, Local Micro/Macro Databases, or a combination of these.


Using only Micro Data for Global Statistical Queries


In this scenario the micro data has to be moved from the local sites to the global site for processing.  No form of macro data will be useful.


The users interface through the GSUI and form their statistical queries in terms of the micro data stored in the Local Micro/Macro DBMSs.  The queries are then passed to the GQA, which decomposes the global queries into a set of subqueries.  These subqueries are then sent to the respective LSMs.  The LQTM in the LSMs form local queries which are then translated to the local language of the Local Micro/Macro DBMS.  The Local Micro/Macro DBMS accesses the required micro data and returns it to the Retranslator in the LSM, which passes it to the LQTM and subsequently to the GSM for processing.  The GRH in the GSM accepts the partial results from the LSMs and merges these results.  Finally the required statistical operations are activated, and the PM is used to present the results of these operations to the users (or the SPI module in the GSUI is used, which activates a statistical package).  Thus the LSMs send the raw data about the individuals to the GSM. The GSM applies the required aggregation and statistical functions or interfaces with specific statistical packages. 


The following example illustrates a query where the micro data has to be transferred to the GSM for processing.  A SQL-like language is used to present the queries and the micro data is represented in tabular form (similar to relational tables).


Example 4.7.1. Assume that site-A holds information about each individual's diet and daily nutrition intake, and site-B holds information about each individual's blood components, i.e.


Site-A: 		DIET Schema 		<code, age, sex, fat, protein, calcium, iron, ...>


Site-B:     	BLOOD Schema        	<code, cholesterol, ... >


Consider a global query where the user wishes to see if there is any relationship between the fat contents in the DIET and the amount of cholesterol in the BLOOD. Code is the patients’ identification number.


For this query a global micro query is formed (after consultation with the meta data) by the user using the QH:


Micro Query:


SELECT 	DIET.code, DIET.fat, BLOOD.cholesterol


FROM 		DIET and BLOOD


WHERE 	DIET.code = BLOOD.code;


This query is then sent to the GQA, which decomposes, optimises, and verifies the global query as a set of micro subqueries according to each individual site:





SELECT 	code, fat�FROM 		site A.DIET;





2)	SELECT 	code, cholesterol


FROM 		site B.BLOOD;


These subqueries are then passed to their respective LSMs.  In each case, the LQTM sends the subquery to the LQOT and subsequently to the Local Micro/Macro DBMS, where required micro data values are obtained. This data is then returned to the appropriate LSM where it is retranslated to an internal format and subsequently sent to the GSM.


The GRH in the GSM expects the required data from site-A and site-B.  It receives the data and subsequently merges the two relations on the code attribute.  Thus the schema of the resultant table is:


	<code, fat, cholesterol>





The statistical function CORRELATION is then activated from the G-Meta-DBM, and the result is passed to the GSUI, where it can be displayed by the PM, to provide the answer to the user's query.


Using Micro and/or Macro Data for Global Statistical Queries


In this scenario the query can be answered by using micro and/or macro data (summary data).  Macro data may exist at two levels - at the global level (in the GSDB) and at the local level (in the LSDBS, or in the Local Macro DBMSS, or it may be generated dynamically by the LSMs). Micro data exists only at the local sites (i.e. in Local Micro/Macro Databases).


In some situations, the global queries can be answered by the macro data stored at the global site, provided that the required macro information has previously been stored in the GSDB.  Thus there is no need to access the LSMs.  The users interface the system through the GSUI and form their queries in terms of the macro data stored in the GSDB as before.  The global macro query is then passed to the GQA, which verifies the query and sends it to the GQTM, which in turn subsequently sends it to the GRH.  The GRH uses the G-Meta-DBM to access the required macro data from the GSDB.  Consequently, the required statistical operations (if any) are performed on the retrieved macro data (either by using the statistical functions of the G-Meta-DBM or using statistical packages through the SPI module) and the result is presented to the users.


In other situations the LSMs have to be accessed to answer the global queries.  Here there are three possibilities:


the required macro data are stored in the LSDB


the required macro data are stored in the Local Macro Databases under the Local Macro DBMSs (or can be generated by the Local Macro DBMSs)


the macro data has to be generated dynamically by the LSMs from micro data stored in the Local Micro/Macro Databases. 


(Note that a combination of these cases is also possible, i.e. some micro data and some macro data could be retrieved from each site).


In the first case, the LSMs send the summary information from the LSDBs to the GSM, which is responsible for providing the answer to the user. Consider the following example:


Example 5.7.2. Find the number of smokers who are male.


In this case it is assumed that the GSDB contains only macro data (i.e. summary statistics) which have been categorised on single attributes, that is males or smokers but not both simultaneously (see Figure 5.7.a). The query can not therefore be answered using these statistics.  Thus, the LSMs at each site are accessed.  Provided that the summary information showing the total number of people categorised in terms of smoking and sex exists in the LSDBs (see Figure 5.7.b), then the results could be sent to the GSM.  Subsequently the GSM simply sums the results returned from the LSDMs if more than one node is used and presents the answer to the user.  At this point the result could also be saved in the GSDB for future use.
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Figure 5.7.a: Example of summary statistics on single attributes at the GSDB.
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Figure 5.7.b: Example of summary statistics on cross combination of attributes at a LSDB.


In the second case, we assume that the required macro data to answer the necessary subqueries are not stored in the LSDB, but that the Local Macro DBMS either stores macro data or has some capabilities to process statistical queries over micro data.  Here the LQTM of the LSM receives an internal macro subquery.  The LQTM uses the meta information of the L-Meta-DBM to see whether the macro data is stored in the Local Macro Database and, if not, to see what statistical capabilities can be performed by the underlying Local Macro DBMS over the micro data.  It subsequently forms and submits a local macro query to the Local Macro DBMS.  The Local Macro DBMS processes the macro query (either by accessing the macro data if it exists in the Local Macro Database, or by generating the macro data from the stored micro data) and returns the result to the Retranslator, which sends it to the LQTM.  At this point, if any more processing is required on the returned macro data, this is carried out using the L-Meta-DBM.  The processed macro data is then sent to the GSM, where the results returned from the LSMs are merged, processed, and presented to the global user.


In the third case, we assume that the LSDBs do not contain the required summary information to contribute to the overall result and that the Local Micro/Macro DBMSs do not provide any statistical capabilities.  Therefore, the LSMs have to access the Local Micro DBMS to obtain the relevant micro data.  That is, the LSMs have to send a command to the Local Micro DBMS to access the required micro data.  Once this raw data is returned to the LSMs, the required operations are performed, and the macro data (which at this point could be saved in the LSDBs) is sent to the GSM, which uses these sub-results to answer the query.


Example 5.7.3. Find the number of smokers who are male and unemployed.


Assuming the relevant macro data is not stored in LSDBs and the Local Micro/Macro DBMSs do not provide any statistical capabilities (i.e. they are Local Micro DBMSs), then the LSMs have to obtain this result from the raw data stored in the Local Micro DBMS. Here a query is sent to the Local Micro DBMS to select all the male individuals who are smokers and are not employed.  The result from this query returns the records with these characteristics, and the LSMs have to count the number of these records and send this result to the GSM to calculate the overall number by combining the sub-results from the local sites.


Note that here we assumed that the Local Micro DBMS does not provide any aggregate operations such as SUM, MAX, MIN.  If the underlying Local Micro DBMS provides these aggregate functions then the job of the LSM is reduced, as it would receive a single value in this case; the LSM would then not need to do any aggregation.


Summary


In the architecture discussed, the statistical processing is shared between global sites in the Global Statistical Module (GSM) and the Local Statistical Modules (LSMs).  The Global Summary Database (GSDB) and the Local Summary Databases (LSDBs) are used to store commonly accessed and frequently used summary information and also to act as a cache for results of previously executed functions. The main aim of this organisation is to encourage local sites to send macro data to the global site.  This reduces the amount of data movement and enhances performance, as the answers to some of the statistical queries are already stored in the GSDB and the LSDBS, or could be derived from these databases.  This architecture exploits parallelism in situations where the statistical global query requires information from a number of local sites.  Here the LSMs are used in parallel to partially process the information and subsequently send the partial results to the GSM to answer the global statistical query.


The GSUI and LSUI allow the global and local users to browse through the meta data and provide the interfaces to specific statistical packages, at the global and local levels respectively.  The meta data, macro data (i.e. GSDB and LSDBs), and the statistical functions are provided by the G-Meta-DBM at the global site and by the L-Meta-DBM at the local sites.


Prototype Implementation


The prototype implementation of the proposed system, called D-SAIDE (Distributed Statistical Analysis in a Distributed Environment), used an existing distributed database system, called EDDS (Experimental Distributed Database System).  EDDS is a DDBMS that has been developed and run in prototype form in the University of Ulster [Bell, Grimson, & Ling, 1987].  The EDDS prototype is written in C and runs under the Unix environment on a DEC Micro-Vax, and is capable of interfacing with a number of commercial and research database systems via our LAN.  Many ideas used in EDDS are similar to the systems such as Multi-base [Landers & Rosenberg, 1982], MRDSM [Litwin, 1982], and Multi-star [Bell et al., 1987].


The EDDS system permits a global user to access remote data from a variety of sources using a single query language (EDDS SQL), in a site transparent manner (i.e. the user of EDDS is freed from having to know the data location and the operational language of the local systems).  Conventional EDDS uses a modified form of SQL in which the user only has to specify the relations used in the FROM clause (and not in the SELECT or in the WHERE clause for join queries).  The system then generates standard SQL queries after referencing the data dictionary.


As the implementation of the D-SAIDE prototype was built upon EDDS, the architecture of this prototype is a modification of the architecture described in Sections 5.5 and 5.6. In the D-SAIDE prototype macro data was stored in relational form by the local DBMSS.  Figure 5.8 shows the main modules of the D-SAIDE prototype incorporated in EDDS.  Here the Local Statistical Module (LSM) has been replaced with the Local Data Module (LDM) of EDDS (see Figure 5.3), which frees the local module from generating macro data from micro data; thus the local DBMS is responsible for storing the macro data.  It can be assumed that local macro data has been generated from micro data by statistical packages/programs or Statistical/Macro DBMSs at the local site.


The LDM: is responsible for translating the internal macro subqueries into a form which can be accepted by the local DBMS and for subsequently returning the macro data to the Global Statistical Module (GSM).


The Global Statistical Module (GSM): is responsible for interfacing with the users to form their macro queries, and it subsequently uses EDDS to access the required macro data from the local sites.  The returned macro data is then used to answer the user's queries.  The main modules of the GSM, shown in Figure 5.8, are as follows:


Macro-Data-Menu-Interface (MMI): The user interface to the D-SAIDE prototype is through the MMI module.  This is a menu-based system that allows the users to form their macro data queries.


Meta-Data-Manager (MTM): The MTM module is responsible for providing the global users with the meta information about the stored macro data at different sites.  The MTM module stores its meta information in table form, using INGRES DBMS.  The MTM module provides a user friendly means of inquiring from the meta database to determine the availability of relevant macro data stored at different sites.  The user is guided through the selection of the proper components via a set of menus.  The separation of meta data into these components helps the user to identify quickly and easily the data meeting his requirements.


EDDS Interface: The EDDS Interface module is responsible for interfacing with EDDS to obtain the required macro data from the local sites.
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Figure 5.8: Main components of the D-SAIDE prototype


Macro-data Operation Manager (MOM): The MOM module is responsible for providing the macro operations on the macro data.  The following is a list of the main functional components of the MOM module:


read_macro_table: loads a macro table into a memory resident data structure


show_table: displays the contents of the memory resident data structure


group: groups the contents of a macro table into a number of classes; this function is used before the statistical function becomes active;


stat_analyser: is responsible for calling the statistical functions and adding the result of the analysis to the macro table


cat_restr: provides the restriction operation on the category attributes


summ_restr: provides the restriction operation on the summary attributes


join: this function is used to join two macro tables


show_table_att_names: displays the macro table schemes


write_table: writes the macro table stored in the memory resident data structure into a file


In the current configuration of the D-SAIDE prototype, macro data was stored in a tabular form under INGRES DBMS at the local sites.  The D-SAIDE prototype was written in C and ran under the Unix Operating System on a DEC Micro-Vax. The prototype was operated by navigation through a selection of system menus.


�
Overall Architecture


Much discussion has taken place amongst the ADDSIA partners concerning the adoption of an appropriate architecture for communication. The favoured overall architecture is illustrated in Figure 6.1  





�


Figure 6.1: Overall architecture for communication agreed by the ADDSIA partners 


The key feature of this architecture is that at each site there is a Local Communications Module (LCM) for each domain. For example, since Site B has native RDBMSs relating to two different domains, namely Domain D and Domain E, then Site B has two LCMs, one for each domain. This simplifies communications, as the LCMs do not need to be able to handle information from different domains, and therefore do not need to ‘know’ about domains.


The D-SAIDE Prototype and ADDSIA


The system structure of the DS-DBMS, D-SAIDE in particular, can be used as a pattern for ADDSIA. Using the software and hardware of the Internet, JDBC or RMI, as outlined in Sections 4.3 and 4.4, a kernel system with similar structure and functionality can be implemented as a backbone for ADDSIA functionality. In line with the use of design principles and software modules in common with the IDARESA project as outlined in Section 1, it is hoped to re-use components of D-SAIDE at various points in the development of ADDSIA.


Figure 6.2 shows the architectural framework adopted for the D-SAIDE prototype described in Section 6.8. The situation is presented for a single domain (Domain D, say), and the communication Network comprises the GCM and the LCMs for Sites A and B for Domain D. Sites A and B may, of course, contain LCMs for other domains (such as Domain E in Figure 6.1). The dotted box surrounding Site A in Figure 6.2 can therefore be extended to include that part of the Communication Network which comprises the GCM for Domain D and the Site A LCM for Domain D. In a similar manner the dotted box surrounding Site B in Figure 6.2 may be extended to include that part of the Communication Network which comprises the Site B LCM for Domain D.


In order to extend our interpretation of Figure 6.2 to embrace the situation of many domains, we may consider the Communication Network to comprise GCMs for Domains D and E, the Site A LCMs for Domains D and E, and the Site B LCMs for Domains D and E. The dotted box surrounding Site A is then extended to include that part of the Communication Network which comprises the GCM for Domain D and the Site A LCMs for Domains D and E. Similarly the dotted box surrounding Site B is extended to include that part of the Communication Network which comprises the GCM for Domain E and the Site B LCMs for Domains D and E.





�


Figure 6.2: Prototype architecture of the DS-DBMS


N.B. Figures 6.1 and 6.2 have been produced using the CASE tool Select OMT discussed in Annex 1.


Conclusions


Commonality with IDARESA


As a general strategy, we expect to use design principles and software modules in common with the IDARESA Project where possible. This is particularly relevant to communications where both projects require the management of distributed statistical data with communications via the Internet. In IDARESA, Java is the programming language for implementation. RMI is the mechanism for implementing the client/server architecture.  


General Communication Issues


It is strongly recommended that a Pure-Java API, such as JDBC, should be used in order to benefit from all the advantages of the Java language (platform independence, portability). 


Data Modelling


Modelling of the data should be based on the relational micro/macro data (MIMAD) model used in [Sadreddini, Bell, & McClean, 1991] for integrating raw data and aggregate data in heterogeneous Statistical Databases.


Communications Architecture


A kernel system with similar structure and functionality to that of the D-SAIDE prototype which was developed at the University of Ulster should be implemented as a backbone for ADDSIA functionality. It is hoped to re-use components of D-SAIDE at various points in the development of ADDSIA. 


CASE tool


The CASE tool Select OMT has some useful functionality, and a decision is required concerning the extent to which it should be used in the ADDSIA project development.
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Appendix A: CASE Tool Select OMT





SELECT OMT 





How Select OMT Works


SELECT OMT provides integrated support for a set of modelling techniques, that together form the foundation for a flexible, model driven development environment. The central repository holds all model information, made open and accessible through OLE automation technology. The modelling techniques are integrated, providing a smooth path from business modelling through detailed design. Modelling notation will follow the unified method, currently being developed by James Rumbaugh and Grady Booch.





Use Case Modelling


A use case model is based on Jacobson's method, providing an external view of the system to show the services offered to the outside world, and the actors who use the system. The main purpose of a use case model is to capture business requirements that drive the development process. 





Messaging


Object interaction diagrams (OID's) show how a set of objects interact in order to support a use case. The interaction is via messages passing between the objects. OID's are based on Jacobson techniques, with optional extensions to show how interface objects are used to allow actors to interact with business objects. 





Object Modelling


The object model is based on Rumbaugh's Object Modelling Technique (OMT). Using this notation, developers build interface object models, corporate business object models, and storage object models. Together these models and diagrams describe an internal, object-oriented view of the system.





Dynamic Modelling


The dynamic model comprises a set of state transition diagrams showing how events affect a particular class of objects, and represents the aspects of a system that change over time. 





Entity Relationship Modelling & Translation 


If local or corporate storage is implemented using relational databases, entity relationship diagrams map the object model to the relational tables. 


The modelling process is iterative. As the models are enriched with increasing detail, the development team seamlessly steps through the analysis and design phases of application development. Delivering the means to strip away the requirement to "translate" from analysis to design models.





Open OLE Enabled Repository


OLE is used to provide an open API to the repository. This facility enables other applications access to exposed objects within the repository, providing enormous flexibility and seamless integration between SELECT OMT and other OLE-enabled applications and languages, such as Microsoft Visual Basic.


Modelling information is held in the central repository, made open and accessible through OLE automation. Diagrams and the repository are integrated, allowing developers to choose whether to update models in diagrams or through the repository. SELECT OMT supports automatic diagram creation.





Process Support





Iterative Development Process


The SELECT Perspective is a modelling based method with integrated tool support for use case driven, object oriented, and client/server application development. It provides a set of modelling standards and project control steps that enable the iterative and incremental lifecycle model to be practically realised.


The SELECT Perspective is not rigidly prescriptive, but is designed to allow management flexibility, in order to respond to the needs of individual projects and project teams.
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Appendix B: CASE Tool Select Yourdon





SELECT Yourdon 





SELECT Yourdon provides developers with a support environment for real-time development and an open multi-user repository. 


Complete and rigorous support for the Yourdon method is provided in the tool. This approach enables developers to pick and choose techniques to suit their development approach. On-line help also provides context-sensitive assistance in using the toolset. 


Support for the method is coupled with completeness and consistency checks. These include interactive checks during working, ensuring the rules of the method are followed. A further series of checks at the end of an editing session ensures consistency of design throughout the project.





Yourdon Method Support


SELECT Yourdon provides integrated modelling support for the full range of real-time techniques in the Yourdon method. The modelling techniques are supported as part of a flexible framework offering support for either Hatley or Ward-Mellor real-time extensions. 


Full support for the Yourdon method is provided within a Microsoft Windows environment.


Support for the following diagram techniques are provided in SELECT Yourdon:





Data And Control Flow Diagrams


Data and Control Flow Diagrams are supported with the Ward-Mellor and Hatley real-time extensions. These can also be further decomposed to Data and Control Flow Diagrams, and to process specifications (PSPEC's). Process specifications, in turn, can be balanced against the input/output specification of their related primitive processes.


Support for re-levelling of DFD's is provided for Ed Yourdon's approach. Within the toolset, if any imbalance occurs in one part of a DFD it can easily be repositioned to another part.





State Transition Diagrams


State Transition Diagrams can be created with states, events and actions, which can all be displayed. These may also be balanced with the related control transform.





Entity Relationship Diagrams


Entity Relationship Diagrams are particularly useful for data modelling, with comprehensive support for the Chen method. Entities support decomposition to provide sub-types, and both entities and relationships can be decomposed to show attributes. 





Jackson Structure Charts


Jackson Structure Charts are used at the design stage of the development lifecycle. The Jackson notation provides expressions in the form of; functional blocks, including sequential, concurrent, conditional and iterative statements, for the structure of each procedure.





Constantine Structure Charts


Constantine Structure Charts support the Yourdon, Ward-Mellor syntax and are used at the architectural design stage of the lifecyle, documenting the module hierarchy of a system. This allows clear definition of module and sub-system interfaces. 





Ole Enabled Repository


SELECT Yourdon supports a full OLE automation interface to the repository, providing a read and write access through an easy to use API. This enables customisation of reports and tools using tools like Microsoft Visual Basic, and even Visual Basic for Applications available with Microsoft Office products. 


The inclusion of OLE automation provides an unrestricted environment for the creation of customised reports and code generation. 
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